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KURZFASSUNG

Wissen wird fur Organisationen und ihre Wettbewerbsfahigkeit im Informationszeitalter immer wichti-
ger. Transparenz Uber verfugbare Fachkrafte, Kenntnisse und Fahigkeiten unterstitzt dabei den Zugriff
und die Nutzung. Dies kann mit einer Wissensquellenkarte kodiert werden, deren manuelle Erstellung
und Pflege jedoch kostenintensiv sind. Die praktische Anwendung liefert die dsterreichische Finanz-
marktaufsichtsbehérde (FMA). Beschéftigte erstellen laufend Dokumente, die implizit Einsicht in ihre
Kenntnisse und Fahigkeiten bieten. Das Bestreben der FMA nach interner Transparenz, im gesetzlich
zulassigen Mal}, kann somit durch diese unstrukturierten Texte unterstutzt werden. Zugleich wird der
Knowledge Graph (KG) als maschinell verarbeitbare, semantische Reprasentation in vielen akademi-
schen und industriellen Szenarien genutzt. Hierbei bieten Large Language Models (LLMs) Potenzial
zur universellen Textverarbeitung und damit Automatisierung der Erstellung und Pflege von KGs.

Das Ziel dieser Arbeit ist die Gestaltung und Entwicklung eines IT-Artefakts, das automatisch einen
KG erstellt und pflegt. Dieser soll Beschaftigte und ihre Kompetenzen kodieren, Abfragen ermoglichen
und die Wissenstransparenz fordern. Hierbei sind LLMs zur Textverarbeitung einzusetzen. Es gilt, an-
gewandte Kenntnisse und Fahigkeiten aus Dokumenten zu extrahieren und deren Autorenschaft zu-
zuweisen. Die Methodik dieser Forschungsarbeit ist der Design Science zuzurechnen und mehrstufig.
Der organisationale Fall und eine systematische Literaturrecherche wurden genutzt, um das For-
schungsproblem zu entwickeln. Daraufhin wurden Anforderungen fir das angestrebte IT-Artefakt ab-
geleitet. Folgend wurde das System mittels evolutionarem Prototyping gestaltet und entwickelt. An-
schliel’end zeigte eine deskriptive Demonstration die Wirksamkeit des Prototyps und KGs, Teile des
organisationalen Problems zu I6sen. In der finalen Evaluierung wurden die initialen Anforderungen mit
der Umsetzung und der Demonstration verglichen, um die Basis fur zukinftige Forschung zu schaffen.

Diese Arbeit stellt einen trainingsfreien, automatischen Ansatz zur Erstellung und inkrementellen
Pflege von KGs vor. Das wiederverwendbare Python-Modul namens AutoCimKG baut auf einheitlicher
Textverarbeitung auf, indem vorgefertigte LLMs (z. B. GPT-40) fir mehrere Aufgaben abgefragt wer-
den (z. B. die Extraktion von Kenntnissen und Fahigkeiten aus unstrukturiertem Text). Der erweiterbare
Prototyp baut einen Ubergreifenden KG, der interne Fachkréafte sowie Kompetenzen kodiert und somit
Zugriff und Nutzung ermdglicht (z. B. per Abfrage). Zudem ist der KG in einer Datenbank speicherbar
und folglich die Basis fur nachgelagerte Aufgaben (z. B. interaktive Visualisierung oder Analytics). In-
folgedessen belegt diese Arbeit die Machbarkeit einer KG-basierten Wissensquellenkarte und bietet
einen automatischen Ansatz fur deren Erstellung und laufende Aktualisierung. Dies tragt zur Wissen-
stransparenz in Organisationen (z. B. der FMA) bei. Bezlglich des Forschungsstands in der Konstruk-
tion von KGs ist AutoCimKG eine neuartige Ergadnzung. Dazu tragen der Ubergreifende KG, die Iden-
tifizierung von Fachkraften, die leichtgewichtige Ontologie und das Metadaten-Management bei.

Die Ergebnisse und Erkenntnisse dieser Arbeit weisen Limitationen auf und erlauben aufbauende For-
schung. Die vorlaufige Demonstration und Evaluation limitieren die Bedeutsamkeit des Beitrags der
Arbeit und erfordern eine behutsame Generalisierung. Somit ist eine fundiertere Analyse von Au-
toCimKG und dem erzeugten KG ratsam. Der Prototyp erzielt zudem keine durchgéangige Automatisie-
rung und sieht eine Einbettung in die organisationale IT-Infrastruktur nur vor. Daher sind dies mégliche
Forschungsrichtungen. Selbiges gilt fir nachgelagerte Aufgaben wie eine interaktive Visualisierung.



ABSTRACT

Knowledge is becoming increasingly relevant for organisations and their competitiveness in the infor-
mation age. Transparency about available experts, knowledge and skills facilitates appropriate access
and utilisation. This can be encoded with a knowledge source map, whose manual creation and up-
keep, however, are relatively cost-intensive. The practical use case is given by the Austrian Financial
Market Authority (FMA). Its employees are constantly creating documents that implicitly provide in-
sights into their knowledge and skills. The FMA's striving for internal transparency, at least to the extent
permitted by law, can thus be supported by these unstructured texts. Simultaneously, the knowledge
graph (KG), as a machine-processable, semantic representation, is used in many academic and in-
dustrial scenarios. Recently, large language models (LLMs) emerged as a promising approach for
general-purpose text processing and thus for automating the construction and maintenance of KGs.

The goal of this thesis is to design and develop an IT artefact that automatically builds and updates a
KG. It is supposed to encode employees and their competencies, to enable querying and to ultimately
facilitate knowledge transparency. For this purpose, LLMs are to be harnessed for text processing.
This aims to elicit the applied knowledge and skills inherent in the processed documents and attribut-
able to their authors. The methodology of the design science research conducted follows a multi-stage
approach. The organisational use case and a systematic literature review of related work were used to
frame the research problem. Based on this, the objectives for a desired IT artefact were derived. Con-
sequently, evolutionary prototyping was used to design and develop the information system. Then, a
descriptive demonstration showed the efficacy of the developed prototype and the resulting KG to solve
selected parts of the organisational problem. Finally, an evaluation contrasted the initial objectives with
implementation details and the insights from the demonstration to inform subsequent work.

This thesis proposes a training-free and automatic approach for KG construction and incremental
maintenance, which is called AutoCimKG and takes the form of a reusable Python module. It applies
unified text processing by prompting off-the-shelf LLMs (e.g. GPT-40) for several tasks (e.g. to elicit
knowledge and skills from unstructured text). The extensible prototype yields an overall KG that en-
codes internal experts and their competencies, enabling access and utilisation (e.g. through querying).
Moreover, the produced KG is storable in a database system, which makes it a focal point for down-
stream tasks (e.g. interactive visualisation or analytics). Thus, this thesis substantiates the feasibility
of a KG-based knowledge source map. Moreover, it provides an approach for creating and continu-
ously updating such a map in an automated fashion. This contributes to knowledge transparency in
organisations, such as the Austrian FMA. Regarding the state of the art in KG construction, AutoCimKG
positions itself as a novel addition. This is highlighted by assembling an overall KG across inputs,
expert resolution, lightweight ontology processing, and comprehensive metadata management.

The results and findings of this thesis are subject to limitations and enable future work. The descriptive
demonstration and lightweight evaluation limit the significance of the contribution and require cautious
generalisation. Thus, a more profound review of AutoCimKG and the resulting KG is potential future
work. Additionally, the prototype lacks full, end-to-end automation and only anticipates the embedment
into the IT infrastructure of the organisation at hand. Therefore, this also constitutes possible future
work. The same applies to downstream tasks, such as interactive visualisation or analytics.
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1. Introduction

Knowledge is a crucial competitive factor for modern companies in today’s information society, espe-
cially due to increasingly knowledge-intensive products, services and processes [1], [2]. The purpose-
ful, dynamic interplay of implicit (i.e. intangible) and explicit (i.e. documented) knowledge in organisa-
tions facilitates the creation of new knowledge and innovation [1]. Handling knowledge in organisations
in a systematic, targeted manner is correspondingly relevant [2]. The resulting knowledge manage-
ment, embodied by the reference framework proposed by [2], is a structured and integrated approach
to design and apply the organisational knowledge base. A key building block for knowledge manage-
ment is knowledge identification, which uses appropriate measures to create transparency regarding
available knowledge and skills inside and outside the organisation [2]. Consequently, such transpar-
ency enables access and utilisation. This then fosters efficiency by reducing search costs and avoiding
duplicate efforts, as well as informed decision-making [2]. Adequate access to internal expert
knowledge and knowledge carriers can be achieved with different methods, e.g. by graphically map-
ping experts to domains through a knowledge source map accessible in the organisation’s intranet [3].
Such an instrument can be manually realised by identifying a knowledge-intensive area, determining
and codifying relevant assets as well as visualising and maintaining the map [3]. Moreover, the auto-
matic construction of such a linked representation is also feasible, as e.g. [4] shows. The approach
links people with skills and artefacts in a machine-processable manner, based on employee-generated
documents and probabilistic language processing in an enterprise context.

Over the last several years, a knowledge-based concept has gained increasing popularity in academia
and industry (e.g. used in social networks or commerce): the knowledge graph (KG) [5], [6]. It is a
“graph of data intended to accumulate and convey knowledge of the real world, whose nodes represent
entities of interest and whose edges represent potentially different relations between these entities” [6,
p. 3]. Therefore, a KG is a structured, machine-processable representation of explicit knowledge [1],
[5]. According to [6], the advantages are a simple form, flexible evolvability and relational as well as
navigational query operations. Moreover, a KG can be utilised for search, recommendation, question
answering, analytics and more [6]. Hence, these benefits and application possibilities could conceiva-
bly benefit a knowledge source map, if it is realised with a KG. For example, such a KG could be used
to query facts about experts and domains or determine central knowledge carriers in the organisation.
However, the manual creation and upkeep of a KG, e.g. through employees of a company or
crowdsourcing, is a costly and error-prone undertaking [5], [7]. In terms of automatic KG construction,
[7] proposes a general procedure that includes the steps of knowledge acquisition and knowledge
refinement. Here, acquisition deals with transforming sources like text into a raw KG and refinement
includes enriching a raw KG with an existing KG. Amongst others, the procedure necessitates sub-
tasks like Named Entity Recognition (NER) or Relation Extraction (RE). Recently, deep learning-based
Natural Language Processing (NLP) has fostered a (partial) automation of construction tasks based
on text in a performant manner [7]. However, fragmented pipelines still exhibit problems, e.g. error
propagation from stage to stage or constraints imposed by using isolated models [7], [8], [9]. Therefore,
unifying extraction and refinement tasks in a streamlined end-to-end KG construction framework con-
stitutes a promising research direction, as proposed by [7], [8], [10]. Generative models, i.e. seq2seq
language models, show particular capabilities in this context [4], [7], [8], [9], [10].



1.1. Organisational Use Case

The striving of the Austrian Financial Market Authority’ (FMA) for internal knowledge transparency, at
least to the extent permitted by law due to different confidentiality provisions, represents the connected
practical use case. The direct access to expert knowledge and knowledge carriers inside the organi-
sation is crucial for carrying out supervisory tasks or preparing public presentations. Employees of the
FMA continuously produce documents, which are stored in the organisation’s intranet and deal with
various aspects of the FMA'’s supervisory task. The central assumption is that concepts characterising
the text of these documents implicitly provide insights about domains of expertise of the mentioned
authors (e.g. including specialist topics, applied methods and the like). Consequently, these textual,
unstructured resources shall be utilised for knowledge identification. The objective is to automatically
construct and maintain an explicit, concise and structured knowledge base in the form of a high-quality,
comprehensive KG. This realises a knowledge source map that connects employees to areas of ex-
pertise. Additionally, the KG shall be enriched with employee master data (like name, employment
status, department or company) from corresponding relational databases in the FMA. The intranet of
the organisation acts as a shared access point and Microsoft Azure? for resource provision, if needed.
Based on the KG, the goal is then to precisely answer natural language questions about the knowledge
and skills of the FMA’s employees. On this note, it is important to establish that an explicit, structured
knowledge base as an intermediate step is a deliberate decision. A high-grade KG cannot only be used
for question answering or visualisation but also as the focal point for many downstream tasks to come
(e.g. a considered recommender system for internal documents, interactive adjustments, additional
data sources or graph analytics). The FMA provides a limited selection of exemplary documents and
corresponding outcomes for the implementation of the project, which is why resource-intensive ap-
proaches should generally be avoided. The exemplary documents are written in English, but there shall
be no restriction in terms of language in general. Furthermore, strict data protection is required. Com-
pany data must not leave the FMA or be accessible to further processing by other institutions in any
way. In terms of technologies, the FMA imposes Python® as the central programming language. Any
other used technology is desired to be of European origin, but this is only a casual preference.

1.2. Research Objectives

The research of this thesis is framed by the call for an end-to-end KG construction framework, with an
emphasis on language models, and the organisational problem of the Austrian FMA. The goal is to
design and develop an approach* that automatically builds and updates a KG, based primarily on un-
structured text. Due to the recent advances in language models and their versatility for various tasks
(see [4], [7], [8], [9], [10]), such models should be harnessed for text processing. The resulting infor-
mation system should ultimately serve as a foundation to answer questions about employee compe-
tencies, i.e. in the sense of applied knowledge and skills in a certain context, and establish knowledge
transparency. This is a worthwhile undertaking with regard to its scientific contribution and practical

' https://www.fma.gv.at/ (accessed on 24.10.2024)

2 https://azure.microsoft.com/de-de (accessed on 24.11.2024)

3 https://www.python.org/ (accessed on 24.10.2024)

4 The developed IT artefact is available at: https://doi.org/10.5281/zenodo.15834992 (accessed on 08.07.2025)



application, underlined by related publications such as [4]. As mentioned, explicating and structuring
the implicit information of the unstructured documents is a deliberate objective and the core of the
thesis. The created KG serves as a step towards a system for knowledge management and a focal
point for a spectrum of activities (e.g. question answering, visualisation, recommendation, incorporation
of further sources, interactive adjustments or graph analytics). In light of the academic baseline and
the presented challenge, the research question of this thesis is the following:

How can language models be harnessed in an information system to automatically construct and
maintain a knowledge graph about employee competencies based on textual sources?

The limitations of this thesis regard the extent of the implementation and the incorporation of language
models. The targeted information system will not be of production grade but rather have the character
of a functional prototype that explicitly focuses on the text-based KG construction and maintenance.
Natural language question answering is only anticipated and preliminarily implemented by query-based
utilisation. Instead of KG visualisation, which is part of future work, the artefact rather offers database
integration to at least enable sharing of the produced KG. Furthermore, additional downstream tasks
are only anticipated in the design of the system, respectively KG, or just part of the outlook (concerns
recommendation, enrichment with additional sources, interactive adjustments or graph analytics). De-
signing and developing a tailor-made language model is also beyond the scope of this thesis.

1.3. Methodology

The methodology of this thesis is framed by the incremental and iterative design science (DS) ap-
proach, which “creates and evaluates IT artifacts intended to solve identified organizational problems*
[11, p. 77]. The general methodology is the design science research methodology (DSRM) [12],
adopted in its problem-based version. This follows the prerequisite that the thesis is based on an or-
ganisational problem as the starting point of research. Moreover, the scope of the work is limited to a
single iteration of the DSRM process model. The derived insights are meant to inform further DS iter-
ations and future work in general [11]. The resulting methodology is depicted in Figure 1.

Frame Problem D_eflqe Design and . Evaluation
Objectives Demonstration
Use Case and Development . Analyse
. . System . Scenarios .
Literature Review Prototyping Implementation

Requirements

Figure 1: Methodology [12]
The organisational use case and a literature review regarding the text- and language model-based KG
construction and maintenance were used to frame the research problem [12]. This approach is sup-
ported by the extensible nature of the organisational problem and the amount of relevant literature [13].
The literature review is embedded as related work, in addition to the theoretical foundations. The
method for the literature review was framed by [14], [15], [16], [17] and consists of a database search
in combination with one iteration of forward and backward search (i.e. “snowballing”). Scopus was used
as a representative index database [15]. The sequential snowballing strategy “Scopus + BS+FS” was
applied [15]. The strategy balances effort with quality and performs well in terms of f-score and recall
[15]. Preliminary research showed many current publications, which favoured placing the backward
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step sequentially before the forward step [15]. Snowballing was performed with bibliographies and
Google Scholar. No general time restriction was imposed. Database search keywords were based on
the topic of the literature review and preliminary research. The systematic database search is docu-
mented in terms of keywords and results in Appendix A. After screening the resulting literature based
on title, abstract and keywords, 309 publications remained. Thorough content analysis left 55 papers
qualified for snowballing, while others were kept as wildcards. Forward and backward search resulted
in 131 preliminarily screened publications, which got analysed, filtered and reviewed.

The objectives for a desired IT artefact were derived from the use case as well as the state of the field
and formulated as software requirements [12], [18]. Consequently, the to-be artefact is accompanied
by scientific novelty and practical suitability. Based on these requirements and an integration of existing
approaches and technologies in the domain, prototyping was used to design and develop the software
artefact [12], [19]. Tight coordination with the FMA along the whole implementation and accommoda-
tion for possible adaptions asked for an incremental and flexible approach. Appropriately, the employed
evolutionary prototyping started with a minimal implementation based on the core requirements and
gradually, adaptively advanced towards a more mature software system [13], [20], [21], [22].

The efficacy of the IT artefact was demonstrated by embedding the use of the software prototype and
an illustration of the produced KG in detailed usage scenarios [11], [12], [23]. The latter were validated
by experts from the FMA in advance to ensure a design close to practice. This descriptive method
shows how artefact and KG are applied to solve selected parts of the organisational problem [11], [12].
The reasons for choosing this type of demonstration were manifold. The derivation of objectives from
the organisational use case and the state of the field resulted in requirements that were predominantly
functional. This suggested that analysing the capabilities of the IT artefact was the most reasonable
approach. However, details about internal documents and experts must not leave the FMA. Therefore,
demonstrating the artefact with real-world data would inevitably violate data protection. As a showcase
of the basic functionality, an illustration of the resulting KG is arguably equivalent to a KG built upon
real documents. Moreover, available benchmark datasets (e.g. the WebNLG [24] corpus for exhaustive
triple extraction from text) were insufficient for the artefact’s novel and flexible range of functions. In-
deed, the artefact was required to offer more functionality than just competence extraction from docu-
ments. This made a comprehensive or comparable quantitative assessment (i.e. reporting metrics such
as f-score) of the KG construction and maintenance capabilities infeasible.

To evaluate the quality with which the developed software prototype already realises the intended
solution approach, the artefact objectives (i.e. software requirements) were contrasted with implemen-
tation details and the results from the demonstration [11], [12], [23]. In addition to being derived from
the use case and literature, the requirements were validated by FMA experts prior to evaluation. Ulti-
mately, this assessment targets the limitations and the refinement of the artefact under development
and lays the foundation for subsequent steps in research and towards production maturity [23]. The
decision for an artificial, formative evaluation was promoted by restrictive resource limitations of the
research project [23]. Company data of the FMA is confidential and therefore not suitable for perfor-
mant, public large language models (LLMs). Although anticipated throughout the project, programmatic
access to the FMA’s in-house LLM was not available. Subsequently, a naturalistic evaluation in a real
environment (i.e. experts, documents, utilisation, surrounding IT infrastructure and the like) became



infeasible [23], [25]. This is unfortunate, as the IT artefact’s rich functionality makes a quantitative as-
sessment challenging, and a thorough qualitative evaluation close to practice could arguably capture
all necessary complexities [23], [25]. Therefore, a strong recommendation for future work is to put the
artefact into use in the FMA, feed it real data and use the resulting KG with the employees on site to
answer questions about competencies and experts [23]. This could be embedded in a qualitative sur-
vey and subsequently analysed [23]. The results would not only allow measuring how well the LLM-
based KG construction and maintenance work under real conditions but also to what extent the KG is
useful in practice. However, the lightweight evaluation employed in this thesis is feasible, low cost and
isolated from confounding factors [23], [25]. But the evaluation certainly has a preliminary character,
and the generalisability of the derived results and findings needs to be substantiated further [23], [25].

1.4. Structure

The remainder of this thesis begins with the presentation of related work in Chapter 2. Consequently,
the areas of knowledge management, KGs and language models are covered. Additionally, the text-
and language model-based construction and maintenance of KGs is discussed. Most importantly, this
chapter presents the state of the art and, in combination with the organisational use case, shapes the
research project. After that, Chapter 3 deals with the respective specification of the targeted IT artefact.
Thus, a detailed requirements analysis and specification as well as the according determination of the
system context are covered. Building on this, Chapter 4 provides an overview of the information system
developed in this thesis. Therefore, the fundamental solution approach, the reused codebase, the tech-
nology stack, the system architecture and the schema of the produced KG are explained. Chapter 5
then describes the implementation of the IT artefact. This includes details about its components, their
interfaces, the used data models and the implemented procedures. Additionally, the interaction with
relevant neighbouring systems is dealt with. In general, [26] and the arc42 template [27] provided the
fundamental approach for the description of the developed IT artefact, which is consequently reflected
in Chapters 3, 4 and 5. The assessment of the proposed information system is presented in Chapter
6. The descriptive demonstration that is covered shows the efficacy of the prototype and produced KG
to solve selected parts of the organisational problem. The results from the demonstration and imple-
mentation details are then contrasted with the software requirements. This lightweight evaluation de-
termines the degree to which the targeted solution is realised and establishes respective improvement
potentials for the artefact under development to inform future work. Finally, Chapter 7 concludes this
thesis by summarising and discussing the most important results and findings. Moreover, it examines
the accomplishment of the research goal and answers the research question. Complementarily, results
and insights are related to the practical use case and existing theory in knowledge management and
KG construction. The chapter is completed with the limitations of the research conducted, arising from
the descriptive demonstration and lightweight evaluation, and possible directions for future work.



2. Related Work

This chapter lays out the theoretical foundations needed for the research undertaking. Consequently,
related work in the areas of knowledge management, KGs and language models is presented. A spe-
cial emphasis is put on the text- and language model-based construction and maintenance of KGs.

2.1. Knowledge Management

Knowledge management is an integrated approach to design the organisational knowledge base [2].
Knowledge as a resource, as argued by [2], and therefore its management, are increasingly relevant
for companies and their competitiveness in today’s information age, as respective products, services
and processes get ever more knowledge-intensive. This especially concerns knowledge-seeking in-
dustries like the information technology sector. As mentioned by [2], the concept of knowledge is not
clearly defined, and this thesis will not attempt to do so. The reference framework proposed by [2]
defines knowledge as all person-related insights and abilities available for problem-solving. Moreover,
the organisational knowledge base then comprises all individual and collective knowledge inside a
company as well as underlying information and data [2]. These definitions apply to the provided intro-
duction of knowledge management and its elements. However, this thesis as a whole lends its working
definitions from the European Qualifications Framework® (EQF), as these are more suitable for the use
case at hand. The EQF views knowledge as “the outcome of the assimilation of information through
learning“ [28, p. 20] and “the body of facts, principles, theories and practices that is related to a field of
work or study” [28, p. 20]. Moreover, skills are “the ability to apply knowledge and use know-how to
complete tasks and solve problems” [28, p. 20]. Based on this, competence as a broader term then
covers the utilisation of knowledge and skills in different situations [28], [29]. Applied to this thesis, an
employee’s competencies manifest in a created document, which belongs to a certain professional
domain. As assumed by the organisational use case (see Section 1.1), knowledge and skills thus en-
coded can then be transferred to new contexts (such as novel supervisory tasks or public presenta-
tions) [28], [29]. These working definitions are sufficient for this thesis. However, it is evident that they
may not be completely clear-cut and definitive. Nevertheless, handling the competitive factor
knowledge (i.e. in the sense of the definition by [2]) in organisations in a systematic, targeted manner
is of importance, as explained [2]. Thus, the reference framework by [2] defines a practice-orientated,
integrated approach to implement knowledge management in an organisation, consisting of intercon-
nected building blocks. Knowledge identification is such a building block and targets creating transpar-
ency regarding available knowledge and skills in an organisational context [2]. As argued by [2], such
transparency fosters access and utilisation. This concerns, for example, existing solutions to problems
or experts in a particular domain [2]. Thus, search costs may be reduced and duplicate efforts may be
avoided, both supporting overall efficiency [2]. The mentioned identification of experts, in an internal
organisational context, is particularly relevant for this thesis [2]. Here, transparency can be increased
with the instrument of a knowledge source map [2], [3].

5 https://europass.europa.eu/en/europass-digital-tools/european-qualifications-framework (accessed on 12.05.2025)



A knowledge map represents a graphical instrument that enables employees to build upon the
knowledge available in an organisational environment [3]. This is particularly relevant due to the
amount of knowledge in larger organisations and the corresponding difficulty in keeping track of it,
locating it and using it without a systematic approach [3]. As a specific type of such a map, a knowledge
source map encodes available experts and their domains of expertise (it may include further infor-
mation such as geographical location or seniority) [3]. Visualised and made available in an organisa-
tion’s intranet, this allows bringing together knowledge suppliers and knowledge consumers [3]. Con-
sequently, it supports the completion of tasks or the realisation of projects. This aligns with the person-
alisation strategy for knowledge management, presented in [30]. Instead of employees solely codifying
and storing knowledge in databases to make it reusable at scale, knowledge carriers also share their
deep, tacit knowledge in direct person-to-person contact inside the organisation. Thus, information
technology is primarily employed to connect employees and to facilitate exchange [30]. Here, a direc-
tory of experts and associated expertise is also one feasible, supporting instrument. According to [3],
one technique to implement such a knowledge source map is to realize it as a concept map. Clearly,
this graphical representation of concepts and their interconnections [31] bears similarities to a machine-
processable KG that encodes entities and their relationships [6]. This further substantiates the idea of
this thesis to realise such a knowledge source map with a KG. However, knowledge maps in general
also come with challenges, according to [3]. Not only is it essential for such a map to be up to date, but
the manual creation and maintenance are relatively cost-intensive. Thus, this aligns with the approach
of this thesis to implement the automatic construction and maintenance of a knowledge source map
(realised as a KG), based on continuously produced documents.

A knowledge source map can be realised as a knowledge graph and automatically compiled from
documents created by employees of an organisation [4]. In general, such an instrument can be manu-
ally implemented by identifying a knowledge-seeking area, determining and codifying relevant assets
as well as visualising and maintaining the map [3]. The approach presented by [4], however, shows
that the automation of the assembly of such a network of experts and domains is also feasible. The
pipeline produces a KG that realises a machine-readable and human-interpretable knowledge source
map [3], [4]. The KG includes assets internal to the focal organisation, such as projects, scientific pa-
pers and patents, as well as external assets from other research institutions and enterprises that are
publicly available [4]. This is complemented by employees, their skills and elements such as organisa-
tions and organisational units. Thus, the output represents a type of scholarly enterprise KG, enriched
with potential skills for each encoded employee [4]. The described pipeline mainly consumes patents
as Extensible Markup Language (XML) documents (e.g. including author, abstract and organisation)
and scientific publications of the employees (e.g. comprising title, authors, keywords, abstract and
year). It then extracts skills from the available text of the documents using two approaches. This con-
cerns the topic modelling method Latent Dirichlet Allocation (LDA) [32] and the Wikifier [33]. LDA is
used to extract the top five skills per abstract, which are then attributed to the associated document
author(s) [4]. The Wikifier detects named entities in the texts and links them to Wikidata, thus also
extracts skills which are then attributed to the respective authors [4]. According to [4], however, extrac-
tion via LDA sometimes delivered very generic keywords, while the Wikidata-related method produced
some concepts that are not actual skills. Nevertheless, the KG allows querying employees’ skills and
thus finding available experts, identifying external competitors, finding related work based on keywords

and the like [4]. With regard to this thesis, this approach underpins the fundamental research direction
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but is only of limited use per se. It consumes XML-based patents and scientific publications reduced
to certain segments, while the targeted IT artefact is required to support arbitrary, unstructured docu-
ments. Moreover, [4] suggests employing LLMs for text processing in future versions of the pipeline to
overcome the encountered issues. It is argued that this could automate and improve the concept ex-
traction from documents by analysing “text at a deeper semantic level” [4, p. 8]. Consequently, this
substantiates the idea of this thesis for an IT artefact that utilises language models for text processing
to automatically create and update a graph-based knowledge source map.

2.2. Knowledge Graphs

A KG is a structured, machine-processable representation of explicit knowledge [1], [5]. This semantic
representation has become increasingly popular in both industry and academia over the last several
years [6]. It can be defined as “a graph of data consisting of semantically described entities and rela-
tions of different types that are integrated from different sources” [10, p. 3]. Thus, heterogeneous data
from different unstructured, semi-structured and structured sources is combined into a graph-based
representation [10]. With regard to the relational model or other NoSQL approaches, as argued by [6],
the graph-based representation brings some advantages. A KG allows for the concise and simple rep-
resentation of many scenarios, to delay or omit schema specification and to perform relational as well
as navigational query operations. In general, KGs range from rather broad KGs to rather specialised
KGs [10]. An example of a cross-domain KG is Wikidata [34], while, e.g., the WorldKG [35] is specific
to the geographic domain [10]. Moreover, the distinction between open and enterprise KGs can be
made [6]. Open KGs are publicly available, while enterprise KGs are usually exclusive to specific com-
panies [6]. KGs are used for many purposes, such as business analytics, conversational agents, search
or recommendations [5]. Moreover, they are present in many fields like finance, commerce or social
networks [5]. Graph analytics, as a possible downstream task, for example, allows identifying mean-
ingful patterns in the graph data [5]. This typically concerns the topology of the KG [6]. Here, one
possible approach is to perform centrality analysis [6], which “aims to identify the most important (aka
central) nodes or edges of a graph” [5, p. 34]. In the context of this thesis, this could be applied to
determine the most important employees or competencies in the organisation. As shown by [5], even
graph query languages like SPARQL [36] and Cypher [37] allow analytics to a certain extent. Here,
e.g., aggregation functions may be employed to calculate degree centrality. Clearly, to do so the KG
needs to be persisted in a database [38]. Storing a KG can, amongst others, build upon a relational
database or a native graph database [7], [39]. For relational databases, there are different strategies
to represent the graph structure of a KG [39]. As argued by [39], this can take the form of storing all
triples in a singular table or of each type corresponding to a separate one, necessitating self-joins or
respectively schema recompilations. Graph databases natively store a KG as nodes and edges, match-
ing the flexibility of the graph itself [7], [39]. In addition to query-based use, KGs can also be provided
in the form of an interactive visualisation that allows exploration and utilisation of the represented
knowledge [38]. This aligns with the organisational use case and the planned downstream tasks.

A graph-based data model is used to represent a KG [10]. As argued by [10], such a data model should
additionally support aspects like querying, graph analysis, integrity constraints and attaching metadata
to nodes and edges (such as their origin or temporal information). There are two dominant graph data
models available, each with different characteristics [10]. The graph-based data model of the Resource
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Description Framework (RDF) [10], [40] represents a KG as a uniform set of triples, each comprising a
subject, a predicate and an object. This corresponds to directed entity-relationship-entity statements.
Moreover, sets of triples can be partitioned into named RDF graphs [10], [40]. As shown in [6], the
underlying abstraction model here is actually a directed edge-labelled graph and an RDF graph is just
a concretisation of it. Nevertheless, the RDF landscape offers many standardised specifications, like
RDF Schema vocabulary [41], the OWL 2 Web Ontology Language for ontology definition and as a
basis for automatic reasoning [42], the Shapes Constraint Language (SHACL) [43] or the SPARQL
query language [36]. However, assigning metadata to different parts of such a RDF graph may neces-
sitate support constructs, such as e.g. reification for whole statements [10]. Due to the widespread use
of RDF, there are also solutions for graph analytics [10]. The other graph data model, a property graph,
represents a KG as a set of nodes and directed edges between them, each labelled (i.e. assigned to
certain types) and equipped with properties in the form of key-value pairs [10]. Unlike RDF, there is no
comparable global, standardised family of specifications for property graphs and their characteristics
are oftentimes implementation specific [10], [39]. A comprehensive graph database, for example, is
Neo4j® [44] while a declarative graph query language is given by Cypher [37]. Initiatives like PG-
Schema offer a formalism to specify schemas [45]. Moreover, metadata can be stored in an embedded
fashion in the properties of arbitrary KG elements [10]. Ultimately, the data models show different prop-
erties and must be chosen according to the use case at hand. A more in-depth comparative analysis
is provided, for example, by [10]. With respect to this research undertaking, no decision based on the
sole theory is possible, as no aspects about the organisational use case allow to do so. As argued by
[5], other practical factors like the accessible technologies often influence the decision more strongly.

The quality of a KG may be viewed as the “fitness for use and evaluated from various dimensions” [39,
p. 6] and is essential for its utility [10], [46]. The quality evaluation for a KG typically is done by analysing
a spectrum of quality dimensions, each concretized with a set of metrics [10], [39]. However, the rele-
vance of each metric and dimension for the overall KG quality typically varies with the application do-
main [10], [39]. As presented in [10], based on [47], possible (main) quality dimensions for KGs are
accuracy, consistency, timeliness, completeness, trustworthiness and availability. As the organisa-
tional use case demands a high-quality KG, these are indeed relevant for the research undertaking,
However, due to vague specification, the analysis of these quality dimensions is kept minimalistic.
Nevertheless, the consequence is that quality evaluation and improvement at least need to be consid-
ered for the targeted IT artefact [10]. Accuracy, for example, covers syntactic and semantic correctness
of facts in the KG, such as invalid types or factually incorrect values [5], [10], [47]. Furthermore, con-
sistency implies coherency of and minimal contradictions in the KG [10], [47]. The completeness di-
mension refers to the degree of coverage for the application scenario and can be improved, for exam-
ple, by KG completion [10], [39], [47]. Finally, trustworthiness “indicates the confidence and reliability
of the KG” [10, p. 31]. Complementarily, there are several approaches to evaluate the quality of a given
KG [10]. Expert knowledge can be used by employing a human-in-the-loop approach, which can im-
prove the correctness and trustworthiness of the assembled KG [10]. Additionally, predefined con-
straints allow for a rule-based evaluation [10]. This targets aspects like the graph’s structure or property
constraints. Here, SHACL [10], [43], for example, enables the validation of the semantic correctness
of RDF graphs and for property graphs, PG-Schema [10], [45] offers a formalism to specify schemas.

6 https://neodj.com/ (accessed on 15.11.2024)



In essence, this constitutes a validating schema for the graph data at hand, as described by [5]. More-
over, statistical analysis or the alignment and comparison with reference sources can be used [10].

The semantics of the elements in a KG can be described using a semantic schema [5]. More precisely,
it “allows for defining the meaning of high-level terms (aka vocabulary or terminology) used in the graph,
which facilitates reasoning over graphs using those terms” [5, p. 12]. Such a semantic schema, for
example, allows grouping nodes together into defined classes, constructing class hierarchies or de-
scribing the domain and range of edge labels [5]. In the context of RDF, this can be achieved with the
already mentioned RDF Schema [41]. These semantics then may be used to enrich the actual KG to
encode, for example, that a certain node is typed as a certain class [5]. Moreover, specifications like
OWL 2 allow describing the semantics of a KG’s elements in an even richer and more complex manner
by defining respective ontologies [5], [42]. Such an “ontology defines the concepts, relationships, and
rules governing the semantic structure within a KG of one or several domains that also include the
types and properties of entities and their relationships” [10, p. 3]. Besides, it can be characterised as
concrete and formal [6]. For example, an ontology could express that a concept refers to the same
real-life entity as another one, that a certain relationship is symmetric or that the set union of specific
classes constitutes some resulting, novel class [6], [42]. As a result, ontologies can be used to support
the interoperability of KGs [6]. In principle, ontologies seem suitable for the use case, as they would
enrich the targeted KG and support its interoperability. This is indeed relevant in view of the planned
downstream tasks and arguably other systems that participate in their accomplishment. However, the
development and integration of a full-fledged ontology is beyond the scope of the intended prototype.

2.3. Language Models

LLMs are pre-trained models that convince through their natural language understanding and general-
purpose task-solving capabilities [48]. In general, language modelling “aims to model the generative
likelihood of word sequences, so as to predict the probabilities of future (or missing) tokens” [48, p. 1].
Pre-trained language models (PLMs) typically represent neural network-based models that are pre-
trained on large corpora and then fine-tuned for specific natural language processing (NLP) tasks [48].
An instance for a PLM is BERT [48], [49]. Subsequently, LLMs are upscaled PLMs [48] (e.g. GPT-40
[50]). This, for example, concerns the model and data size [48]. Thus, they are typically characterised
by billions of model parameters and high-volume, broad-ranging training data [48]. Moreover, the
Transformer [51] network architecture, available in different variants, forms the basis for many current
LLMs [48], [52]. The mentioned upscaling can improve general performance and additionally result in
novel model abilities [48]. As argued by [48], these include in-context learning, following instructions
for unfamiliar tasks and solving complex problems with multi-stage reasoning. In terms of training
LLMs, pre-training sets the groundwork and post-training is used to further shape their abilities, as
described by [48]. With “pre-training on large-scale corpora, LLMs can acquire essential language un-
derstanding and generation skills” [48, p. 16]. Subsequently, post-training can be used to, for example,
instruction-tune LLMs and thus enhance their general performance, generalisation ability to complete
unseen tasks or domain-specific capabilities. Moreover, alignment tuning can be performed, which tries
to shape LLMs’ behaviour according to more human criteria (e.g. harmlessness) [48]. A common way
of applying LLMs in practice is to build upon their prompting interfaces [48]. Here, task-specific prompts
can be manually crafted, which is a demanding matter, as LLMs show considerable sensitivity in this
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respect [48]. Nevertheless, [48] argues that key factors include a clear task description, input data that
is formatted readably for the LLM, supporting information (e.g. respective input-output examples) and
overall style. The technique of in-context learning (ICL) deliberately embeds examples in prompts to
help the LLM to adapt to different tasks on the fly [48], [52]. ICL can take the form of few-, one- and
zero-shot learning, indicating how many demonstrations are used [52]. With regard to this research
project, LLMs can therefore be integrated into the targeted IT artefact as external systems by using
their interfaces. Furthermore, it is feasible to employ ready-to-use LLMs without further training [48]. In
principle, such general-purpose language models can then be applied for unified text processing in the
context of various specific tasks, provided they are instructed accordingly [48].

A number of challenges are associated with LLMs. It is quite hard to efficiently and effectively train
LLMs [48]. Here, factors include the huge model size and the considerable consumption of computa-
tional resources [48]. In general, the training of LLMs is an intricate topic in itself [48]. Furthermore, the
general-purpose capabilities of such models need to be effectively transferred to specific tasks [48]. In
particular, appropriate techniques, such as task-specific prompting, need to be applied deliberately
[48]. However, prompting, for instance, is a demanding topic too, as mentioned. Moreover, LLMs are
prone to producing inappropriate or biased responses, potentially reflecting respective patterns in the
training data [48]. This can be improved, for example, by performing alignment tuning [48]. Another
challenge is that such models are susceptible to “generate untruthful information® [48, p. 59]. This is
called hallucination and a widespread issue [48] and appears in different types such as erroneous
entities or relations between them [53]. Also, there are different sources and detection as well as miti-
gation approaches for hallucinations [48]. Here, one mitigation approach is alignment tuning [48]. More-
over, general-purpose LLMs may lack domain-specific knowledge or bear improvement potentials re-
garding the production of structured data [48]. Furthermore, training data for such models typically is
only up-to-date to a certain moment in time [48]. Thus, they may suffer from outdated, intrinsic
knowledge [48]. A countermeasure is, for example, to support LLMs with external sources of infor-
mation [48]. There are plenty of other topics that necessitate further research and development [52].
Examples are the explainability and environmental impact of LLMs [52]. Additionally, LLMs in general
are subject to security and privacy challenges (e.g. concerning the elicitation of inappropriate content
or the leakage of sensitive information) [54]. To summarise, LLMs are associated with various chal-
lenges. A detailed discussion would go beyond the scope of this thesis. It is therefore sufficient to
consider these challenges in principle and where appropriate. This applies to the targeted use of LLMs
for text processing. As a result, the future naturalistic evaluation of the IT artefact and its anticipated
productive use in the organisation require a more comprehensive consideration.

LLMs and KGs can be combined in different mutually beneficial ways [55]. LLMs offer remarkable task-
solving capabilities but lack transparency and fact adherence [48], [52], [55]. KGs accurately represent
factual knowledge but suffer from arduous creation and upkeep [6], [7], [55]. Hence, they can comple-
ment each other [55]. Thus, [55] derived different and general forms that this combination can take on.
KG-enhanced LLMs use graphs, for example, during training or operation as a knowledge source [55].
LLM-augmented KGs subsume endeavours that “harness the power of LLMs for addressing KG-re-
lated tasks” [55, p. 5]. This concerns, for instance, KG construction and KG question answering [55].
Finally, LLMs and KGs may be integrated even more closely to achieve full synergy [55]. Clearly, LLM-
augmented KGs are particularly relevant for this thesis. According to [55], LLMs can not only be applied
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for individual subtasks of KG construction, such as NER and RE, but also used in end-to-end ap-
proaches. Here, multiple subtasks are performed in an integrated manner. Thus, this supports the
approach of this thesis to harness such models for automatic KG assembly.

2.4. Knowledge Graph Construction

The automatic construction of KGs aims to improve the otherwise tedious, manual completion of sev-
eral required tasks [7], [10]. Assembling a KG can rely on various data sources [7], [10], while in the
context of this thesis, unstructured text is the primary source. Here, the general procedure proposed
by [7] offers multiple stages, which include knowledge acquisition and knowledge refinement. The
transformation of unstructured text into an initial KG is called knowledge acquisition [7]. This stage
covers the subtasks NER, coreference resolution and RE [7]. Thus, entities are first identified in the
unstructured source text, their mentions are consolidated and then their textual relationships are de-
termined [7]. Moreover, entity linking “associates a discovered entity with a possible node in the
knowledge graph” [7, p. 7]. Consequently, novel entities can be added as new nodes in the KG [7].
Completing the initial, possibly sparse KG, removing incorrect facts and possibly fusing it with an ex-
isting KG constitute knowledge refinement [7]. Especially the fusion of a new KG with an existing KG
is relevant for this thesis, as new documents are continuously produced by the organisation’s employ-
ees. Besides the construction of the initial, targeted KG, it is therefore necessary to progressively in-
corporate new documents into the possibly productive KG. Such incremental maintenance is also em-
phasised by [10]. Complete reconstruction of the KG, after new data sources arrive, leads to redundant
computational efforts and the loss of the current, perhaps already mature, KG [10]. For KG mainte-
nance, entity resolution is the basis and means to detect entities “that represent the same real-world
object” [10, p. 24]. Additionally, this can be applied for deduplication in a single KG [10]. The identified
matches can then be combined into a singular entity, given that potential conflicts are managed [10].
Again, novel entities can be added to the resulting KG as distinct nodes [10]. In general, solely manual
KG construction and maintenance is rather tedious and error-prone [5], [7]. It is therefore desirable to
automate KG assembly approaches as much as possible [7], [10]. Here, LLMs offer the potential to
unify and automate several required subtasks and to support such an effort [7], [10].

IT artefacts that tackle the automatic creation and upkeep of KGs can benefit from the management of
comprehensive metadata [10]. The FAIR principles [56] are associated with KGs by [10], which implies
that metadata facilitate the “findability, accessibility, interoperability, and (re-)usability” [10, p. 12] in the
context of KG construction approaches. Within a KG, statement-level provenance represents origin
information like the data source or creation date for entities and relationships [10]. In the context of
property graphs, for example, such embedded metadata can be included as node or edge properties
(i.e. key-value pairs) [10]. On the other hand, RDF graphs benefit from specifications like the PROV
Data Model [57] (and the PROV Ontology [58]). Such statement-level provenance is relevant to the
targeted KG in the context of this thesis. In anticipation of the mentioned downstream tasks, the as-
sembled KG may be exposed to interactive adjustments or extended with additional data sources.
Here, embedded provenance can, for example, allow tracing creation timestamps or different sources
for all contained entities and relationships. As mentioned, the constructed KG about employee compe-
tencies is incrementally maintained with newly produced documents. Therefore, many versions of such
a KG will be assembled over time. As argued by [10], based on [59], there exist different versioning
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strategies in the context of KGs. Storing distinct snapshots of an evolving KG offers clarity but suffers
from potentially being resource-intensive [10], [59]. This is mitigated by the change-based approach,
which, however, has the downside of more complex maintenance and querying [10], [59]. The same
deficits can concern the strategy to attach context to the KG and its parts (e.g. timestamps indicating
different versions). In general, KG assembly approaches also benefit from the management and use
of other metadata [10]. In this context, [10] mentions metadata about the assembled KG, like version
information or associated ontologies, and the used data sources. Moreover, this can concern prelimi-
nary results, produced system logs and applied configurations along the whole KG construction pro-
cess [10]. Furthermore, a metadata repository allows a respective IT artefact to persist and retrieve
metadata [10]. In summary, it is desirable for the system developed within this thesis to manage and
use statement-level provenance and the mentioned self-contained metadata. Additionally, the imple-
mentation of a KG versioning strategy fosters traceability and enables rollbacks, if needed [10].

Several measures can be employed to improve the quality of the KG built by a respective software
system [10]. Quality assurance in this sense also builds upon the identification of according deficits
[10]. Associated quality evaluation approaches, such as a human-in-the-loop and a validating schema,
were already introduced (see Section 2.2). The improvement task focusses on eliminating identified
deficits [10]. Here, a variety of approaches for many scenarios are available [10]. This thesis offers a
brief introduction, as a thorough discussion goes beyond the intended scope. KG completion, for ex-
ample, tries to predict and add missing elements, such as entities and relations [7], [10]. Amongst
others, this can be done via link prediction [5] and therefore may be based on KG embeddings [6], [7].
These can also be used to detect and eliminate incorrect facts in the KG by assessing their plausibility
[5], [6], [7]. But such fact validation approaches typically utilise external sources [5]. Additionally, entity
resolution (in the sense of deduplication), the deletion of entities that are irrelevant to the scope of
application and, if employed, incremental upkeep of the KG’s ontology support a high-quality result
[10]. However, [10] argues that a comprehensive benchmark for the evaluation of KG construction
approaches as a whole is yet to come. Only some subtasks are covered by current benchmark datasets
[10]. Consequently, the systematic assessment and enhancement of such systems is challenging in
general [10].

Ontology management in the context of KG construction supports the interoperability of and reasoning
possibilities for the produced graph [5], [6], [10]. Section 2.2 discussed how a basic semantic schema
or even richer ontology can be employed to describe the semantics of a KG and its elements. As
mentioned, this also enables the inclusion of such semantics in the constructed KG itself and supports
reasoning as well as interoperability. Additionally, it was argued that such a schema or ontology is in
principle relevant to the targeted IT artefact but out of scope for the intended prototype. However, this
implies that at least a brief discussion of ontology management seems reasonable in anticipation of
future work. In the context of KG construction, ontology management covers the “creation and incre-
mental evolution of a KG ontology” [10, p. 11]. The advancement of such an ontology can be necessary,
for example, if new data sources are incorporated into the KG and therefore require it to reflect any
novel additions [10]. In anticipation of the mentioned downstream tasks in the organisational use case,
this also concerns the targeted KG about employee competencies. However, [10] states that even with
automation efforts present, ontology management is still largely based on human labour. The task of
building an ontology (semi-)automatically is typically using unstructured text or structured sources (e.g.
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relational databases) as a basis [10]. Here, LLMs can support the engineering of ontologies [10]. On-
toChat, for example, realises a conversation-based workflow that revolves around user stories and
competency questions [60]. Thus, it is feasible that in the future, for example, experts in the organisa-
tion collaborate in this way and build a KG ontology representative for the desired domain of operation
[60]. With regard to the integration of new data sources in the long run, also matching and merging the
ontologies of those sources, if existent, with the KG’s ontology become relevant (see [10]).

The prompt-based utilisation of an LLM can be employed for the local extraction of entities and rela-
tionships from unstructured texts. The performant Extract-Define-Canonicalize [61] framework is based
on three consecutive phases for exhaustive relational triple extraction from unstructured text. It freely
extracts entities and their relations and then semantically standardises the resulting triples in order to
reduce redundancy and ambiguity in the constructed KG. This is based on predefined and described
relation types that represent the targeted schema (the specification of entity types is not supported).
Subsequently, for each triple, its relation is either replaced with an equivalent one from the schema or
the whole statement is discarded if incompatible. Alternatively, the approach can incrementally gener-
ate a respective schema based on incoming text. In general, the framework employs ICL and every
step is based on respective prompts and an arbitrary LLM as the backbone of the system. Unfortu-
nately, it does not implement entity deduplication or, more generally, the maintenance of KGs. This
and the fact that it is orientated toward localised KGs for isolated texts implies that it is challenging to
reuse for the targeted IT artefact. However, the realised idea for standardisation based on a predefined
schema is promising for the targeted IT artefact. Experts in the organisation could specify such a
schema, e.g. relation and entity classes for the supervisory domain, and use it to exercise some degree
of control over the LLM-based text processing. The unification of extracted relations, the removal of
irrelevant elements and the incremental evolvement of such a schema are all reasonable approaches
to facilitate a concise and relevant KG about employee competencies over time. The training-free SF-
GPT [62] method implements multiple measures to boost the performance of LLM-based triple extrac-
tion from text and substantiates the insight that mere one-time prompting is not sufficient. It emphasises
ICL, verifying the head and tail of relational triples against the separately extracted entity list and per-
forming entity resolution to foster conciseness. Furthermore, it repeatedly prompts the LLM with the
same raw text and merges the resulting intermediate KGs to facilitate completeness. In principle, how-
ever, its utility for the use case is limited since the approach is again focused on exhaustive and local
KG relational triple extraction. The CooperKGC [63] framework realises a collaborative, training-free
approach using multiple LLM agents for individual tasks like NER and RE to construct a local KG in
several rounds of conversation. It outperforms, for example, the two-stage approach ChatlE [64].
Again, CooperKGC is focused on the local extraction from isolated texts but also hints that additional
agents for other tasks are feasible. This opens up the idea, at least in principle, to build upon such a
multi-agent approach and extend it accordingly. In summary, the text-based, local extraction of entities
and relationships is of limited use for the use case at hand. Such approaches are unable to natively
build a global KG across documents and also to support continuous updates to the initial KG.

The automatic, text-based creation and upkeep of cross-document KGs can be realised with a multi-
phase prompting approach. The unsupervised TKGCon [65] framework constructs fine-grained and



up-to-date theme-specific KGs. It retrieves entity categories from Wikipedia’ that revolve around a pre-
defined theme as an entity class hierarchy. Then, an LLM (i.e. GPT-4) is prompted to name possible
relations between those classes. The resulting theme-specific ontology guides the extraction of entities
and relationships from a document corpus, i.e. it allows filtering irrelevant entities and supplies candi-
date relationships for prompt-based RE. Again, the focus on a specific theme is inappropriate for the
organisational use case. However, using such an ontology to guide the extraction of entities and rela-
tions from text is a mechanism to ensure the relevancy of the constructed KG to the domain. KARMA
[66], [67] a multi-agent LLM KG framework that follows up on the fundamental approach of CooperKGC
and expands on it to support more comprehensive KG construction capabilities. Thus, KARMA consti-
tutes a multi-stage system of nine LLM-based agents that perform tasks including parsing textual doc-
uments, extracting entities and relationships, aligning them with a schema and continuously enriching
an existing KG. However, in the currently released version, deduplication relies on string-based equiv-
alence, merging a new KG with an existing KG is reduced to hardcoded contradiction detection of
triples and the prompts are phrased for the biomedical domain. Although the latter could be adapted,
the other factors arguably limit the construction of a coherent, global KG. Nevertheless, KARMA sub-
stantiates the feasibility of such a multi-agent approach for full-fledged KG assembly. iText2KG [68],
[69] performs the automatic construction of KGs in a prompting-only manner. It uses an arbitrary LLM
to freely extract entities and relationships document by document and incrementally merges them to
an overall KG comprising distinct nodes and edges. Additionally, the approach allows merging an ex-
isting KG with a newly constructed KG. The basic processing logic therefore fits well with the use case
and targeted IT artefact. Similar to iText2KG, KGGen [70], [71] enables to automatically build an overall
KG across multiple unstructured texts and uses a prompting-only strategy. But KGGen follows a gen-
erate, aggregate and cluster workflow, which means that a freely extracted, raw KG is consolidated
post hoc. It also supports merging multiple KGs, thus allowing upkeep of an existing KG. According to
the implementation, however, this is either limited to only performing a plain set union of entities and
relationships or additionally clustering the merged KG afterwards. Thus, similar elements remain in the
KG or the maintained (i.e. existing) KG is significantly altered through this procedure. In conclusion,
existing efforts for the assembly of cross-document KGs may provide an extensible basis.

Several off-the-shelf toolsets support the transformation of heterogeneous sources into KGs. The
Neo4dj LLM Knowledge Graph Builder [72], [73], [74] is a publicly or locally hosted web-based applica-
tion with a multi-purpose graphical user interface. It primarily consumes unstructured text, such as
documents (e.g. PDF files) or web pages (e.g. Wikipedia articles). Different LLMs (e.g. GPT-40) can
be selected by the user. Based on the provided inputs and a connected Neo4j database, the system
constructs a lexical and an entity graph. Optionally, a target schema for the KG is specified that com-
prises node labels and relation types. This then guides the construction. Ultimately, the assembled KG
is interactively visualised and is meant for chatbot-based question answering via Retrieval Augmented
Generation (RAG). In relation to the research effort of this thesis, the Neo4j LLM Knowledge Graph
Builder demonstrates how a KG visualisation and natural language question answering may look. This
concerns the respective, anticipated downstream tasks of the organisational use case. However, the

7 https://www.wikipedia.org/ (accessed on 27.05.2025)



KG construction itself is of limited relevance. Even though the assembly of cross-input KGs is sup-
ported, this is primarily focused on exhaustive content extraction for RAG-based utilisation. Natively,
no enrichment with employee master data is feasible and therefore the development of more globally
orientated employee and competence structures is prevented. Moreover, the tool as a web application
clearly requires ongoing human interaction for the assembly of KGs. In the background, the application
uses LangChain’s LLM Graph Transformer [72], [75]. It performs the training-free, LLM-based creation
of KGs based on text [75]. As already discussed for other approaches (e.g. Extract-Define-Canonical-
ize [61]), the solution allows predefining a target schema for the to-be-extracted property graph. Here,
the LLM Graph Transformer covers allowed entity and relation types, allowed relations between certain
node types and desired properties to extract for nodes and edges. Again, this is used to exercise some
degree of control over the automatic, LLM-based text processing and to facilitate relevancy of the ex-
tracted KG. This substantiates the idea to employ a similar mechanism for the targeted IT artefact in
the use case at hand. Another RAG-focused KG construction tool is the Knowledge Graph Maker [76],
[77]. Again, the approach employs a predefined schema. However, desired entity classes and relation-
ship types may not just be listed but also described with natural language. In this way, the semantics
of the schema are specified and provided to the LLM in a richer manner. Within the scope of the
Knowledge Graph Maker such a schema is then called ontology. As mentioned in [76] this is a simpli-
fied and informal interpretation of the concept (Section 2.2 shows the definition in theory).

LLMs can utilise KGs as a knowledge source to answer natural language questions about the under-
lying source documents. AutoKG [78] builds simplified KGs from text blocks and is, amongst others,
based on LLMs for text processing. The proposed KG encodes abstract keywords that are connected
with undirected edges denoting their association strength. On the basis of such a graph, [78] proposes
a hybrid search strategy to extend an LLM prompt with relevant text and respective pieces of the graph.
This improves querying an LLM by providing supporting context. However, the approach only covers
the one-off KG construction and omits maintenance. Moreover, no accurate KG in the sense of the
organisational use case is produced. The task of multi-document question answering is also realised
by [79], for instance. Another initiative for KG-based question answering is CogMG [80]. AGENTiGraph
[81] is an interactive platform supporting KG-based conversational question answering. Unfortunately,
it builds on a (domain-specific) KG that is initially built in advance from respective documents. Here,
[81] proposes the usage of a separate approach named Graphusion. AGENTiGraph, as the Neo4j LLM
Knowledge Graph Builder, may serve as a blueprint for designing the anticipated interactive visualisa-
tion and realising natural language question answering in the future. Besides such a vision for the
possible downstream tasks inside the organisation, the platform is of limited use. Moreover, AGENTi-
Graph is not yet publicly available. In general, these question answering approaches are unsuitable for
the construction and continuous maintenance of KGs as intended by the targeted IT artefact.



3. Software Specification

This chapter covers the specification of an information system that implements the automatic construc-
tion and maintenance of a competency KG. This includes a thorough requirements analysis and spec-
ification to detail the targeted IT artefact and the subsequent determination of the system context.

3.1. Requirements Analysis and Specification

The requirements for the targeted IT artefact are based on the organisational use case and related
work regarding knowledge management, KGs, language models and the automatic, text-based KG
construction and upkeep. Related work in the fields of knowledge management and KGs (see Sections
2.1 and 2.2) substantiates the idea of realising the targeted knowledge source map in the form of a
KG, as this explicit, concise and structured representation enables comprehensive queries, flexible
evolvability over time and applicability for many purposes (e.g. recommendation or analytics) [1], [5],
[6]. The literature review (see Section 2.4) shows that in the context of LLM-augmented KGs [55],
several KG construction approaches operate training-free and provide promising, extensible founda-
tions. Therefore, given the limited representative data provided by the FMA (see Section 1.1), a focus
on LLMs for general-purpose text processing and a training-free prompting strategy are a reasonable
direction to take [48]. Thus, this design decision is set as a constraint for the solution artefact. But this
also necessitates countermeasures to LLM hallucinations [48], as the respective literature suggests
(see Section 2.3). Moreover, the FMA imposes strict data protection. Hence, data must not leave the
organisation, which is why either the use of in-house LLMs for confidential data or publicly hosted
models with surrogate data during development is required. Additionally, data consumed by any tech-
nology must not be available for further processing. The FMA requires Python as the central program-
ming language for the implementation. Moreover, used technologies shall be compatible with Microsoft
Azure for cloud resource provision and of European origin to the extent possible. In general, the IT
artefact shall be a functional prototype targeting KG construction and maintenance and therefore must
be suitable for subsequent work (see Section 1.2). Therefore, to accommodate changing business
needs or technical requirements over time, the system shall be designed to foster modifiability (e.g.
regarding configurable use and easy change) and adaptability (e.g. concerning external systems) [82],
[83]. Furthermore, downstream tasks such as visualisation, interactive user adjustments, recommen-
dation, additional data sources and graph analytics should be anticipated according to the use case.

The software system shall automatically process unstructured, textual documents and extract KG-re-
lated statements in a targeted manner. Aligning with the exemplary documents, English-language text
shall be supported and other languages should at least not be restricted. Extracted entities may cover
central specialist topics, applied methods or other aspects characterising the document’s content and
consequently the author’'s competencies (i.e. knowledge and skills). These shall be determined from
text for every document in combination with the mentioned authors. Moreover, relations between the
entities also offer inherent information. Therefore, they are also considered to fully capture the central
concepts in the document. Relationships shall be extracted from text and cover, e.g., a specialist topic
being the subtopic of another one or a method being applied within a specialist topic. To enable some
degree of control over the extraction process, a configurable, predefined schema is appropriate. This
is strongly inspired by Extract-Define-Canonicalize [61], the LLM Graph Transformer [75] and the
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Knowledge Graph Maker [76]. Hence, such a schema shall support the definition of relation types that
enable the standardisation and filtering of extracted relationships between competency entities. More-
over, the schema should allow specifying desired relationships between certain entity types, enabling
more fine-grained filtration. Instead of supporting a similar mechanism for entity types, the schema
shall support the definition of higher-level, domain-specific subject areas that are suitable to subsume
employee competencies. Again, this allows for semantically narrowing down extracted entities. Related
to subordinated competency entities and integrated as coarse-grained topic entities, these subject ar-
eas represent a predefined search vocabulary for the KG and add an additional granularity level for
utilisation. This mechanism eases use in the long term, when the KG gets increasingly large and po-
tentially encodes thousands of competencies. In general, such standardisation, enrichment and filtering
foster a concise and relevant KG, tailored to the domain of the company. Therefore, the artefact shall
be able to process such a schema and align the text-based extraction accordingly. The automatic
evolvement of this schema additionally supersedes the manual upkeep by an employee and supports
the automation aspect of the software system. In general, the discussed schema is meant to name as
well as describe the desired relation types and subject areas within the domain at hand. Thus, it partially
defines the semantics of the KG and its terms. As shown in Section 2.2, a proper semantic schema or
ontology could enrich the targeted KG and foster its interoperability [5], [6]. This benefits the future
downstream tasks and other systems that participate in their accomplishment. Due to the prototypical
nature of the IT artefact, the development of a full-fledged ontology is beyond the intended scope.
However, the targeted schema processing can be seen as a first step towards managing such a se-
mantic schema or ontology in a more full-featured way [10] (hinted as future work in Section 2.4). In
recognition of the theoretical definitions (presented in Section 2.2) and the obvious simplification, this
thesis therefore refers to the applied schema as a semantic schema or (lightweight) ontology.

Authors of each document shall automatically be linked with the extracted competency-related state-
ments and enriched by relational master data residing in the organisation. Thus, the set of valid experts
is predefined by the master data. Experts shall be determined by matching authors extracted from text
with available employees accordingly. A matched data record then allows enrichment of the KG with
master data like organisational units or the employment status of the respective expert. The system
shall process all documents in this way and integrate entities as well as relationships step by step.
Considering the possible number of documents to be processed, the artefact shall be robust against
minor exceptions during KG construction. Furthermore, the system shall produce fine-grained logs
during its operation, such that the user is aware of each processing step (e.g. parameters or preliminary
results) [10]. This ultimately results in an overall KG that comprises distinct employees, organisational
units, extracted domain competencies and possibly domain-specific subject areas across all inputs. As
a result, querying such a KG serves to precisely answer questions about employees’ competencies,
realising a knowledge source map [2], [3], [10], [38]. In addition, the system should anticipate natural
language utilisation of the KG in a productive environment according to the use case. Besides KG
construction, the artefact shall consider the ongoing production of documents by employees and there-
fore offer KG maintenance [10]. As the literature review suggests [10], maintaining a knowledge base
by recomputing the whole KG when new documents arrive is not desirable. Thus, the system shall
support incremental maintenance [10]. The artefact shall be able to automatically merge a newly con-
structed competency KG with an existing one, at best without creating similar or duplicate elements

[7], [10]. Moreover, a productive KG up for extension may already be validated and mature. That is
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why only minimal changes shall be applied to the existing entities and relationships during the merge
procedure [10]. In general, the system is required to enable query-based utilisation and persist the KG
for sharing as well as downstream tasks [10], [38]. Consequently, the IT artefact shall implement data-
base integration to write and read a competency KG [10], [38]. Beyond that, many versions of such a
KG will be produced over time by regularly incorporating new data [10]. This requires a versioning
strategy to be implemented by the system [10]. The snapshot strategy benefits from clarity and man-
ageability but suffers from being memory intensive [10], [59]. No requirement speaks against the latter
and it also allows deriving arbitrary versions for future downstream tasks (e.g. a user-item graph for
recommendation [84]). This is why the IT artefact shall support snapshot-based KG versioning.

The IT artefact shall incorporate measures for quality assurance and metadata management [10], as
the literature review suggests. To ensure correctness and trustworthiness, a human-in-the-loop should
verify and validate the results of the construction and maintenance process before the KG is published
for usage [10]. To guarantee structural conformance of the knowledge base (e.g. to support unified
querying), the artefact should additionally apply a validating schema to the KG [5], [10]. Moreover, to
further improve the quality of the produced KG, the system should offer measures for KG statement
validation and completion to facilitate an accurate and comprehensive KG [5], [7], [10]. With respect to
the long-term use of the software system, there will arguably be numerous LLMs used, artefact config-
urations defined, documents processed, ontologies applied and system logs produced, leading to many
versions of different competency KGs [10]. To foster traceability and accessibility, the system shall
manage and utilise comprehensive metadata [10]. This necessitates statement-level provenance em-
bedded in the KG to ensure transparency and to anticipate the creation, manipulation and deletion of
elements over time by different actors and based on different sources [10], [57], [58]. The embedded
metadata are kept minimalistic in order to keep the produced KG lightweight and suitable for snapshot-
based versioning [10], [59]. Moreover, the IT artefact shall offer database access to store and retrieve
self-contained metadata regarding KG construction and maintenance operations over time [10]. As
mentioned, this includes LLM and system configurations, documents, ontologies and system logs [10].
Additionally, KG version metadata (e.g. primary editor or processing date) is included. Therefore, an
according metadata repository shall be realised [10]. This metadata approach also supports future
downstream tasks, as suggested by the use case at hand. For instance, by serving to trace fact-level
timestamps, editors and origins when the KG is exposed to interactive adjustments by employees or
new data sources. Thus, it is an essential move towards a system for knowledge management.

The full requirements specification for the IT artefact was guided by [26], [27], [82], [83], [85] and is
available in Appendix B, Appendix C and Appendix D. The specification is split into constraints, func-
tional requirements and quality requirements. According to [26], functional requirements cover the ser-
vices offered by the system. Complementarily, “non-functional requirements usually specify or con-
strain characteristics of the system as a whole" [26, p. 107]. In the context of this thesis, these non-
functional requirements are further categorised into implementation constraints and requirements re-
garding the quality properties of the IT artefact [26], [82], [83], [85]. In general, this coarse-grained
partitioning of the derived requirements is sufficient for the purposes of this thesis.



3.2. System Context

The artefact is required to interact with several neighbouring systems that subsequently shape the
system context. As shown in the requirements analysis (see Section 3.1), the artefact shall process
unstructured documents. These textual inputs reside in the organisation’s intranet (according to Sec-
tion 1.1) and must be supplied to the software artefact. Thus, an arbitrary document storage (i.e. in-
house file server) represents a neighbouring system. However, since the supply of the artefact with
input data depends on the as-yet-unspecified embedment in the company infrastructure, the file server
is preliminarily simulated with local storage on the host machine. The artefact could, for example, be
served as a callable application in the intranet and data could be pushed onto it, or it could be set up
as a script that pulls data from another server. Therefore, this simplifying assumption is justified by the
prototypical nature of the developed solution. However, the file server is included to illustrate the overall
system context (depicted in Figure 2). Here, the artefact is named AutoCimKG (see Chapter 4).

LLM Hosting
Server

Application Server

File Database

Server <<artifact>> Server
AutoCimKG

Figure 2: System context of the IT artefact [86]

Besides the document storage, the software system has to exchange data with an LLM and a database.
In alignment with the software requirements, data confidentiality implies the utilisation of an LLM lo-
cated inside the organisation. Therefore, such a system, hosted by an in-house server, represents the
external system for text processing operations. As the IT artefact shall offer a database integration to
persist the produced competency KG and metadata, a database server is the last neighbouring system
that completes the external environment. In a future production setting, relational employee master
data consumed by the system could also be retrieved from such a database server. However, it is not
part of the respective data exchange. Analogous to the document storage, this kind of input data is
simulated on the host machine due to the prototypical character of the artefact and the vague specifi-
cation in the company use case.
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4. System Overview

The information system developed in this thesis is named AutoCimKG (Automatic Construction and
incremental maintenance of Knowledge Graphs). After the solution approach and the reused code-
base, this chapter presents the technology selection, the system architecture and the KG schema.

4.1. Solution Approach

AutoCimKG shall be a prototypical implementation realised with Python (see Section 3.1). Embedding
the IT artefact in a Python module therefore allows AutoCimKG to be utilised in other Python-based
applications and enables simple integration into an envisioned production-grade system [87]. In gen-
eral, the system architecture and design have to take the external systems into account. For each
communication partner, interface and data exchange have to be anticipated (see Section 3.2). This
concerns the utilised LLM and the integrated database system (regarding competency KG and
metadata). As mentioned, the document storage (i.e. file server) and any consumed employee master
data are simulated on the host machine. Thus, a runnable prototype necessitates selecting technolo-
gies concerning the database and LLM. Considering the prototypical character and possibly changing
business needs as well as technological requirements over time, AutoCimKG has to facilitate adapta-
bility and modifiability. Adaptability regarding the mentioned external systems, because these may be
swapped along the line. Modifiability in the sense of configurable use and simple change. On the path
to production maturity and embedment in the company infrastructure, these quality requirements an-
ticipate further development and changes in the operating environment. Consequently, the system
architecture and design must be driven by mostly self-sufficient, interacting building blocks that keep
changes local, allow easy replacement and extension. As the literature review shows, many performant
KG construction and maintenance approaches as well as respective code bases were developed al-
ready (see Section 2.4). Selecting, reusing and extending an available Python-based system from ac-
ademia or industry allows to capitalise on this foundation.

4.2. Reused Software System

AutoCimKG is based on the LLM-centred, zero-shot iText2KG8 [68]. The open-source (i.e. LPGL-2.1
licensed), Python-based approach implements the automatic and incremental construction of domain-
agnostic KGs in a prompting-only manner (by using a chat model). Optionally, the system first performs
a schema-driven distillation of textual, unstructured documents into “semantic blocks”. More precisely,
the employed chat model is used to extract specific segments, which correspond to a predefined blue-
print, from every full-text document. iText2KG then incrementally extracts local entities and relation-
ships document by document, using a chat model, and merges them to a global property graph, which
is stored in Neo4j. Here, the condensed semantic blocks can be used instead of the full-text documents.
The merge operation employs a cosine similarity-based resolution of nodes and edges to facilitate
distinct elements in the KG. This is based on the name (and label) of the KG elements and their text
embeddings, calculated by an embedding model. iText2KG also incorporates merging a newly con-
structed KG to an existing KG (i.e. allowing incremental maintenance). The system is not only LLM

8 https://github.com/Auvalab/itext2kg/tree/main (accessed on 17.11.2024)
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agnostic but also composed of distinct building blocks, e.g. for document distillation, database integra-
tion and entity as well as relationship extraction. Furthermore, it tries to prevent hallucinations concern-
ing relation extraction and possibly invented entities. iText2KG’s document distillation achieves high
consistency in terms of conformance to the predefined structure and preserving semantics of the doc-
uments. The triple extraction achieves a high precision of, depending on the configuration and dataset,
around 80% to 90% and a low false positive rate of nearly 0%. iText2KG was chosen as a base system
because it ticks many boxes with respect to the requirements for AutoCimKG. It processes unstruc-
tured text and performs sophisticated KG construction as well as maintenance, implementing resource
resolution and careful KG merging (i.e. applying minimal changes to the existing entities and relation-
ships). The division of entity and relationship extraction from text into separate but interconnected tasks
indeed fits the use case well. Central concepts of the document (i.e. competencies) may or may not be
linked via text. Forcing KG triples during text processing would therefore lead to a potential loss of
information. The system operates training-free, is LLM-centred but model-agnostic and is modularly
implemented in Python. Additionally, it counters hallucinations and anticipates database integration.
Most importantly, an empirical evaluation underlines its performance and an open-source code base
is available. Thus, it represents the optimal choice as the basis of AutoCimKG.

iText2KG [68] represents a solid and extensible foundation for AutoCimKG but also requires numerous
adjustments and extensions to realise the artefact requirements. The approach exhaustively extracts
entities and relationships from text, regardless of their suitability to reflect central knowledge and skills
of the author (i.e. representing competencies). Therefore, LLM-based text processing needs to be ad-
justed accordingly. Employee master data needs to be made available as an input and subsequently
processed. Here, iText2KG needs to be sensitised, not only to manage document authors but also to
match them against employees to determine valid experts. Additionally, expert-related facts must be
connected to respective competencies from each document and incorporated into the KG. Thus, the
system needs to be extended to produce an overall KG comprising distinct competencies, experts and
organisational units across all documents. Furthermore, ontology management is to be implemented
from scratch. A lightweight ontology needs to be allowed as an optional input and the KG construction
needs to be aligned with defined subject areas and relationship types. Ontology-related facts (such as
mentioned subject areas) need to be integrated into the KG and replacement, filtering and evolvement
offered. Also, metadata are mostly ignored by iText2KG. Thus, metadata database access, embedded
KG provenance, snapshot-based KG versioning and fine-grained logging need to be implemented.
Depending on the following technology selection, the system may be ported accordingly. The full arte-
fact requirements (Appendix B, Appendix C and Appendix D) offer more details.

4.3. Technology Stack

The to-be-developed software system requires the selection of an adequate technology stack. The
Austrian FMA imposes Python as the central programming language for implementation. In the domain
of data science, Python is an established technology with a large and active community [88], [89].
Besides its versatility, the programming language is mature and offers a whole ecosystem of (scientific)
libraries in the domain [88], [89]. Complementarily, the documentation is well-founded and tutorials are
available in abundance [88], [89]. This justifies the selection of Python from a theoretical standpoint.
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The system requires a database (management system) for storing the constructed and maintained KG
as well as metadata. However, no hard discriminative features are imposed by the FMA or the system
itself, as the database is arguably a modular component. Nevertheless, bypassing public cloud ser-
vices in view of general data protection and utilising free-to-use solutions to avoid unnecessary costs
in an enterprise context are reasonable takes. Different approaches for KG storage exist, including
relational databases, key-value databases and graph databases [7]. Neo4j [7], [10], [38] is such a
graph-native system, characterised by popularity in the KG field, extensive features and offering a self-
hosted open source community edition. However, using Neo4j as the central KG storage necessitates
further technology for the system’s metadata (i.e. ontologies, configurations, logs, versions and data
sources). PostgreSQL® [7], [90], [91] is an actively developed, established and free-to-use object-rela-
tional system. It additionally supports NoSQL features like key-value or JSON document storage [92],
[93]. Building upon the relational model, SQLGraph [94] proposes an efficient way of storing property
graphs (another similar initiative is done by [95]). Alternatively, the actively developed Apache AGE"
[96], [97] extends PostgreSQL with a graph-native interface and query language. Additionally, both
integrate with Microsoft Azure [98], [99], which fits the FMA’s cloud setup, and are open source (i.e.
PostgreSQL License [91] and Apache License 2.0 [97]). All these features make PostgreSQL, in com-
bination with Apache AGE, a universally applicable database management system and the single so-
lution of choice for the IT artefact (i.e. covering graph and metadata storage). However, the Apache
Software Foundation is US-based [100], while PostgreSQL is developed by a worldwide association of
contributors [101], [102]. This contrasts with the FMA’s requirement to preferably deploy European
technologies but is acceptable as the database is a modular component and can be substituted.

As the IT artefact employs an LLM for text processing, the utilisation of a LLM abstraction framework
benefits the implementation [103], [104]. Such frameworks abstract the direct interaction with models,
allowing a focus on application code, offer pre-built and modular components, reducing development
overhead and foster a seamless integration in general [103], [104]. Naturally, the goal is to align the
selection with the findings of the literature review and the use case. A prompting strategy showed to
be the most reasonable direction to take and many promising KG-focused approaches employ single-
agent, potentially multi-stage prompt engineering. On the one hand, this supersedes compilation-driven
approaches like DSPy and multi-agent frameworks like AutoGPT or MetaGPT [103]. On the other hand,
prompt-engineering utilities (e.g. templating), modularity (e.g. multi-stage dialogues), schema-driven
generation (e.g. required triple structure) and model interchangeability (e.g. trying out or integrating
newer models over time) are desired [103], [104]. Even though the landscape of LLM frameworks is
manifold, the respective family of solutions includes LangChain'!, Llamalndex'? and Haystack'® as
prominent options [103], [104], [105]. These will be subject to a brief, qualitative comparison. As Python
is imposed, the supported programming language constitutes a criterion. Furthermore, the FMA de-
sires, if possible, European technologies. That is why the origin is another factor. In alignment with the
database selection, licensing is also important. In view of long-term use and suitability for the imple-
mentation, ongoing support and functionality make up criteria. Additionally, GitHub metrics indicate

9 https://www.postgresql.org/ (accessed on 15.11.2024)
10 https://github.com/apache/age (accessed on 15.11.2024)
1 https://www.langchain.com/ (accessed on 16.11.2024)
12 https://www.llamaindex.ai/ (accessed on 16.11.2024)
13 https://haystack.deepset.ai/ (accessed on 16.11.2024)
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how well-established the technology, and therefore its contributing community, is. Again, this supports
future use and further development of the IT artefact. The comparison is shown in Table 1 and based
on the respective websites [106], [107], [108], GitHub pages [109], [110], [111] and [103], [104], [105],

[112].

Table 1: Brief, qualitative comparison of LLM frameworks

to use

to use

Criterion LangChain Llamaindex Haystack

Language Python and JavaScript | Python and Typescript | Python

Origin San Francisco, USA San Francisco, USA Berlin, Germany
License MIT, open source, free | MIT, open source, free | Apache 2.0, open

source, free to use

Ongoing support

Active support,
community

large

Active support, me-
dium-sized community

Active support, small-
sized community

GitHub metrics

94900 stars, 3249 con-
tributors, 146146 uses

36800 stars, 1319 con-
tributors, 13786 uses

17700 stars, 272 con-
tributors, 551 uses

Functionality

Comprehensive  and
general-purpose,  ex-
tensive integrations
w.rt. LLMs and data-
bases

Focus on data index-
ing, search and re-
trieval (e.g. for RAG or
Q&A systems), diverse
integrations

Focus on data index-
ing, search and re-
trieval, yet more light-
weight and
than e.g. Llamalndex

intuitive

In conclusion, LangChain, Llamalndex and Haystack are solid options that cover all required function-
ality. Even though every framework has its individual focus, they all support Python, have an active
community and are free to use. Judging by the brief comparison, the choice between LLamalndex and
Haystack clearly points towards the latter. It is based in Europe, has a similar orientation and, according
to the used sources, is more compact and intuitive. The re-used system iText2KG [68] serves as a
basis for the implementation of the IT artefact. It uses LangChain and needs two distinct LLM-based
features to work in its vanilla version. Schema-driven generation ensures that the LLM extracts entities
and relationships in a unified way and the prompt results are structured accordingly [68], [103]. Addi-
tionally, the calculation of text embeddings is required for matching entities and relations [68]. Both is
supported by Haystack as well [113], [114]. Nevertheless, LangChain is more popular according to
GitHub, has a larger community that contributes to the project and is designed for general-purpose
use. These are advantages considering the longevity of the to-be-developed software system, utilisa-
tion of existing resources and potential further development over time. Furthermore, LangChain offers
an integration for Apache AGE [115] that allows transforming natural language questions into Cypher
queries for the underlying KG. This fits nicely with PostgreSQL as the database system of choice and
the FMA'’s desire to utilise the KG via natural language in productive use. Overall, the argumentation
therefore tends towards LangChain as the LLM abstraction framework for the software system.

The centrepiece for text processing in the IT artefact is an LLM. The variety of available LLMs [55],
[116], e.g. the GPT- or Claude-series, makes the selection of an appropriate candidate difficult. The
chosen LLM abstraction framework LangChain [117], [118] also integrates many different providers

like OpenAl or Anthropic for chatting or embedding text. Therefore, the LLM is yet another modular
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component of the software system that can be readily swapped out. However, at least focusing on
recent, mature LLMs that support prompt-based, complex task solving is a reasonable take [116]. Fur-
thermore, in light of computational resource demands of the respective model class, the utilisation of
application programming interfaces (APIs) is the most feasible strategy [116]. According to [119]™,
GPT-40 from OpenAl is a competitive overall option in terms of context window size, general quality
(i.e. benchmarked evaluations), price as well as speed. Additionally, the GPT series’ APl is widely used
in academia and industry [116]. Consequently and in alignment with iText2KG and the argued perfor-
mance-based decision for GPT-40, the prototypical implementation in this thesis will also build on
OpenAl’'s commercial model GPT-40 [50], [68]. This also serves as a means of reproducibility. For the
same reason, OpenAl’s latest text-embedding-3-large is chosen as the model for embedding entities
and relations [68], [120]. As PostgreSQL and Apache AGE, OpenAl integrates with Microsoft Azure
(via LangChain), anticipating self-hosted productive use [121], [122]. Regarding data protection,
OpenAl states to not train models on processed inputs or outputs when using the commercial API (see
[123]). This aligns with the data protection requirement of the FMA. However, the decision for OpenAl
has the downside that it is based in the USA and not in Europe [124].

In general, the IT artefact is modular in terms of the employed technology stack. PostgreSQL repre-
sents one viable option for a database system that fits the overall configuration well. Subsequently, it
can be swapped out with any other appropriate storage system. Regarding the utilised LLM in the form
of GPT-40, other LLMs can be readily plugged in, given that they satisfy the given requirements and
are available in LangChain. However, the comparison of LLM abstraction frameworks showed that
other frameworks are also feasible, which increases the room for possible adaptations. Ultimately, such
frameworks are solely used for abstraction purposes and even can be replaced by the plain prompting
of LLMs, if required. Therefore, the utilised technology stack is of exemplary nature.

4.4. System Architecture

The architecture of AutoCimKG is composed of self-reliant, interacting building blocks that encapsulate
functionality and offer respective external interfaces. The decomposition of the artefact is driven by the
reused code base iText2KG [68] and takes the form of an embeddable Python module that comprises
several submodules. These represent the exchangeable, weakly linked building blocks of the system,
each providing coherent capabilities for KG construction and maintenance. This favours simple modi-
fication of the artefact itself, as changes within a submodule are kept local and completely new features
can be implemented with new submodules. Moreover, the decomposition used facilitates fast adapta-
tion to a new neighbouring system, as only the respective submodule responsible for integration has
to be changed or replaced (e.g. the Graphlintegrator in the case of a changed database). The fulfiiment
of these quality requirements therefore paves the way for subsequent work. As for the neighbouring
systems, AutoCimKG utilises GPT-40 and text-embedding-3-large as its LLMs, while PostgreSQL, ex-
tended with Apache AGE, represents the all-encompassing database solution (see Section 4.3). Be-
sides communication with external systems, the artefact offers interfaces for document distillation,

14 Accessed on 25.11.2024!
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competency KG construction and maintenance as well as database integration to a surrounding Py-
thon-based application (e.g. a Jupyter Notebook'®). The system architecture adheres to the chosen
solution approach (see Section 4.1) and is presented in Figure 3.

text-embedding GPT-40 PostgreSQL
-3-large
autocimkg &)/K )é L(J%
E E Graphdata
LLMintegrator Graphintegrator O
o
Text @ E Metadata
@ DocumentDistiller Metadatalntegrator O
EntitiesExtractor RelationshipExtractor
PN Vi
AutoCimKGCore 00— Matcher

Competency ¢
KG

Figure 3: System architecture of AutoCimKG (inspired by [68], following [86])
The building blocks of AutoCimKG are divided into the areas of document rewriting, creation and ex-
pansion of KGs and database integration. The DocumentsDistiller (as in [68]) prompts the chat model
(i.e. GPT-40) via the LLMIntegrator to optionally compress a passed full-text input document into a
distilled semantic block (i.e. certain parts of the original text in accordance with a user-defined blue-
print). This submodule can be used, for example, to automatically compress a scientific paper into a
title, abstract and keywords or to extract the authors of a document from text. Moreover, the distillation
enhances the signal-to-noise ratio of the text (see [68]). Narrowing down a set of input documents to
the segments where the most informative content is anticipated helps AutoCimKG to extract those
specialist entities from text that reflect central knowledge and skills of the authors involved. The main
submodule of the system, called AutoCimKGCore, consumes domain representations of unstructured
text chunks (including authors), employee master data, optionally a lightweight ontology and a KG to-
be-extended and produces an overall competency KG (based on [68]). It uses the EntitiesExtractor
and RelationsExtractor to determine representative specialist entities (i.e. competencies encoded in
the text) and their relations by semantically processing document after document with the LLMIntegra-

15 https://jupyter.org/ (accessed on 14.03.2025)
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tor. Reusing mechanisms from the Matcher submodule, it matches authors against employees to de-
termine valid experts for each document. These get related to extracted competencies and enriched
with master data (e.g. organisational units). During this construction process, the AutoCimKGCore
submodule incrementally integrates all generated entities and relationships into a KG that encom-
passes distinct experts, competencies and organisational units across all inputs. Here, the Matcher
submodule is applied to resolve and merge similar elements. Following iText2KG [68], this is done by
calculating cosine similarities between the embedded names of these elements (based on the LLMIn-
tegrator and the text-embedding-3-large model). Optionally, the provided lightweight ontology (i.e. sub-
ject areas and relationship types) aligns the process. Also optionally, an existing KG handed to the
submodule is extended with the newly built KG with the help of the Matcher submodule [68]. The Gra-
phintegrator submodule [68] can be used to store a snapshot (i.e. version) of the produced, overall
competency KG in the PostgreSQL database. This submodule is also able to retrieve an existing KG
from the database (e.g. for maintenance). Additionally, the Metadatalntegrator reads and writes self-
contained metadata (e.g. an LLM configuration or system logs that are used or created by AutoCimKG).

4.5. Competency KG Schema

AutoCimKG produces an overall KG that comprises distinct experts and organisational units, extracted
domain competencies and possibly domain-specific subject areas across all inputs (see Figure 4). The
system assembles a property graph that consists of entities and relationships. Each node is identified
with a distinct combination of name and label. Every relationship is identified by a name (while only the
combination with a specific start as well as end entity makes it unique). The produced competency KG
consists of entities and relationships extracted from text and elements that are created by code. The
latter include company (e.g. “JKU”) and department (e.g. “DKE”) entities, labelled “Company“ and ,De-
partment®, that are derived from the processed employee master data. Here, a department is always
part of exactly one company and one company is related to one or more departments. An expert entity
represents the author of a document that got matched against employee master data successfully. It
is labelled as “Expert” in the targeted property graph. Such an expert (e.g. “gerhard lerch”) works in
exactly one department, while a department is related to one or more experts. A processed document
that some expert is responsible for as an author (e.g. “thesis.pdf’) is coded as a document entity and
labelled as “Document®. It is also constructed by code and enriches the competency KG and enables
querying of such associations. A document is always written by one or more experts and an expert can
be responsible for one or more documents. Concepts are representative specialist entities character-
ising a document’s content. Thus, these encode the author's domain competencies in the sense of
applied knowledge and skills in a certain context. Subsequently, these concepts and their interconnec-
tions are viewed as competence entities and relationships in the context of this thesis. They are ex-
tracted from unstructured text and named (and labelled) by the utilised chat model (e.g. “knowledge
source maps: Instrument”). AutoCimKG attributes each concept to one or more experts, derived from
the respective association between document and author. An expert is allowed to know one or more
concepts. Topics represent subject areas in the company’s domain and are incorporated as coarse-
grained topic entities by semantically relating them to subsumed concepts. Thus, they stem from the
optional lightweight ontology that is processed during KG construction. This lightweight ontology could,
for example, define and describe the subject area “knowledge management”, which is then semanti-

cally related to a concept using the chat model and included in the property graph as a “Topic” entity
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by code. As mentioned, these topics represent a predefined search vocabulary for the KG and add an
abstraction level for utilisation. A topic entity subsumes one or more concepts, while a concept entity
may or may not be related to a topic. Thus, topics are considered mutually exclusive.

{ part_of
Company ] T Department
1
A Works_in
1“*
4 written_by
Expert T T Document
-1“*
¥ knows
-1“*
subsumes p *

Topic Concept
P 0..1 1.% P

Figure 4: Schema of the produced competency KG [68], [86]
As AutoCimKG is a functional prototype, the target schema of the produced KG (see Figure 4) is also
prototypical and tailored to the use case at hand. The predefined labels for entities (e.g. “Document”
or “Expert”) and names for relationships (e.g. “written_by”) are of a provisional nature, stored centrally
in the IT artefact and can be changed immediately if required. As is evident from the examples, names
and labels of nodes and edges undergo some standardisation which is also adaptable to specific
needs. In order to promote a cohesive, overall competency KG, the system ensures that, with a few
exceptions, the lower bound of the association multiplicities is one. While no direct connection between
concepts, i.e. competence entities, is required, AutoCimKG tries to prevent isolated entities. To achieve
this, the system does not, for example, create a topic entity if there is no concept subsumed or a
department entity if there is no expert encoded in the KG and working in it. However, the business logic
is modifiable in this regard, if necessary. All entities and relationships in the competence KG embed
the same fact-level properties. Text embeddings (encoding name and possibly label) are used for re-
solving and merging entities and relations [68]. These are encoded as a vector of floating-point num-
bers [68]. Additionally, fact-level provenance information is embedded as node and edge properties.
These account for the creation, manipulation and deletion of KG elements over time by different actors
and based on various sources [57], [58]. Thus, resource properties include a set of editors and origins
(both encoded as a list of strings), a generation timestamp and an invalidation timestamp [57], [58].
These timestamps represent creation, respectively modification, and cancellation moments [57], [58].
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5. Implementation

This chapter describes the implementation of AutoCimKG. Thus, its building blocks, their interfaces,
the used data models and the implemented procedures are detailed. The sections about document
distillation and LLM integration as well as KG creation and upkeep cover how the targeted competency
KG is put together. The section about database integration deals with graph and metadata storage.
Furthermore, the processing of a lightweight ontology by AutoCimKG is shown.

5.1. Document Distillation and LLM Integration

The DocumentsDistiller submodule of AutoCimKG rewrites a full-text, unstructured document into a
consolidated text block according to a user-defined blueprint (as in [68]). The operation requires a full-
text document (e.g. a scientific article) and a Pydantic model'® that acts as the predefined output struc-
ture and indicates the information to be extracted (e.g. title, abstract, keywords and authors). The sub-
module then uses an instance of the LLMIntegrator to prompt the chat model (i.e. GPT-40), semanti-
cally distil the desired information from the input document and finally transform the LLM’s output to a
Python dictionary'’. The latter is the semantic text chunk provided for ensuing KG creation and exten-
sion instead of full text. The class design and relationship of the building blocks are shown in Figure 5.

LLMintegrator

DocumentsDistiller + model: ChatOpenAl

+ embeddings model: OpenAlEmbeddings
+ sleep_time: int
+ logger: Logger

+ llm_integrator: LLMIntegrator

+ distill()

+ extract_information()
+ calculate_embeddings()

Figure 5: DocumentsDistiller and LLMIntegrator of AutoCimKG (inspired by [68], following [86])

The IT artefact builds on the LLMIntegrator submodule to integrate the neighbouring chat model and
manage the corresponding communication (analogous to [68]). The building block enables the seman-
tic extraction of information from an arbitrary textual context based on task-specific instructions and a
predefined output structure. Provided (format) instructions and context are used to dynamically fill a
reusable prompt template, prompt the chat model and then parse the generated result, which is for-
matted in JavaScript Object Notation'™ (JSON). This is realised with LangChain by concatenating a
respective PromptTemplate, the chat model and a JsonOutputParser (that targets the specified Pyd-
antic model) [68], [125]. Moreover, the corresponding function of the LLMIntegrator handles exceptions
with regard to LLM usage (i.e. rate limits and parsing errors) by waiting, retrying and returning an empty
fallback value after a configurable number of attempts, thus operating fault-tolerantly. Besides the Doc-
umentsDistiller, the EntitiesExtractor and RelationsExtractor submodules also use the configurable
LLMIntegrator by providing task-specific instructions and context (see Section 4.4).

16 https://docs.pydantic.dev/latest/concepts/models/ (accessed on 07.04.2025)
17 https://docs.python.org/3/tutorial/datastructures.html (accessed on 07.04.2025)
18 https://www.json.org/json-en.html (accessed on 07.04.2025)

29



Listing 1: Exemplary document distillation LLM prompt [68]

# DIRECTIVES

- Act like an experienced information extractor.

- You have a chunk of a master thesis.

- If you do not find the right information, keep its place empty.

- Translate all parts of the result to English, if they are in another language.

# FORMAT INSTRUCTIONS
The output should be formatted as a JSON instance that conforms to the JSON schema
below.

As an example, for the schema {“properties”: {“foo”: {“title”: “Foo", “descrip-
tion”: “a list of strings”, “type”: “array”, “items”: {“type”: “string”}}}, “re-
quired”: [“fo0”]} the object {“foo”: [“bar”, “baz”]} is a well-formatted instance
of the schema. The object {“properties”: {“foo”: [“bar”, “baz”]}} is not well-
formatted.

Here is the output schema:

Iy

{“properties”: {“title”: {“description”: “The title of the master thesis”, “ti-
tle”: “Title”, “type”: “string”}, “abstract”: {“description”: “The master thesis’s
full abstract”, “title”: “Abstract”, “type”: “string”}, “authors”: {“description”:
“The names of the authors of the master thesis (i.e. Persons)”, “items”: {“type”:
“string”}, “title”: “Authors”, “type”: “array”}}, “required”: [“title”, “abstract”,
“authors”]}

Iy

# CONTEXT

Automatic Construction and Incremental Maintenance of Knowledge Graphs: Encoding
Employee Competencies in the Case of the Austrian Financial Market Authority
Author Gerhard Lerch

The structure and content of the LLM prompts are based on iText2KG [68] and enhanced with OpenAl’s
recommendations for prompt engineering (i.e. detailing existing instructions, deconstructing complex
tasks into subtasks and segmenting the prompt with distinct section titles) [126]. An exemplary docu-
ment distillation prompt with respective directives, format instructions and (partially omitted) unstruc-
tured context is depicted in Listing 1. Here, the chat model is instructed to act as an information extrac-
tor, process the given unstructured text (corresponding to information from this thesis) and generate a
response that conforms to the provided, serialised JSON schema. English output texts are preferred
due to language-specific mechanisms during KG construction and maintenance (see Section 5.2). The
JSON schema demands a string-based title and abstract as well as an array of authors. Consequently,
this very prompt will produce a JSON object as a result consisting of the extracted title and a one-
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element author array, while the obviously omitted abstract is an empty string (see Listing 2). As ex-
plained, the DocumentsDistiller takes this intermediate JSON result of the LLMIntegrator, transforms it
into a Python dictionary and provides it as a final result. Analogously, the LLMIntegrator dynamically
processes structurally similar prompts with task-specific directives, format instructions and context,
guided by the other calling submodules (i.e. EntitiesExtractor and RelationsExtractor).

Listing 2: Exemplary document distillation LLM result [68]

{
"title": "Automatic Construction and Incremental Maintenance of Knowledge
Graphs: Encoding Employee Competencies in the Case of the Austrian
Financial Market Authority",
"abstract": "",
"authors": [
"Gerhard Lerch"
]
}

Besides prompting the chat model, the LLMIntegrator submodule offers the calculation of text embed-
dings, similar to iText2KG [68]. It therefore integrates the neighbouring embedding model (i.e. text-
embedding-3-large). The corresponding function of the submodule consumes any unstructured text,
utilises the embedding model and produces a 3072-dimensional vector representation consisting of
floating-point numbers [68], [120]. This feature is used application-wide to resolve similar KG elements
in different scenarios, such as incremental processing of documents or merging two KGs [68]. More
precisely, names (including the labels for entities) of two elements are converted into two vector rep-
resentations and used to calculate their cosine similarity. If this calculation yields a value above a user-
defined threshold, the elements are merged. The concerned resolution mechanism is implemented in
the Matcher submodule and explained in more detail in Section 5.2.

5.2. Competency KG Construction and Maintenance

This section presents how AutoCimKG builds and updates competence KGs. This covers the design
of the concerned building blocks EntitiesExtractor, RelationsExtractor, Matcher and LLMIntegrator and
their orchestration by the AutoCimKGCore submodule to operate effectively. Subsequently, details
about the resolution and merging of elements with the Matcher and the semantic text processing via
the EntitiesExtractor and RelationsExtractor are included. The submodules’ metadata management is
also presented, given by comprehensive logging and embedded KG provenance.

5.2.1. KG Assembly and Submodule Orchestration

The AutoCimKGCore submodule is the centrepiece of the developed software system and forms the
entry point for the construction and maintenance of competency KGs [68]. The submodule’s corre-
sponding function, build_graph(), consumes a list of document domain objects containing the file name,
type (e.g. “master thesis”), language (e.g. “eng”) [127], an array of authors (e.g. [“Gerhard Lerch”]) and
unstructured text. It also requires a list of employee domain objects, including the full name and an
array corresponding to the embedding representation, a Boolean employment status, a department
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(e.g. “DKE”) and a company (e.g. “JKU”). Optionally, an existing competency KG to-be-extended is
provided, which takes the form of a property graph domain object (as in [68]). It encapsulates entity
domain objects (represented by name, label and properties like their text embedding) and relationship
domain objects, each consisting of a start and end entity, a name and properties like the name’s text
embedding. Such a property graph domain object is also used to carry the competency KG produced
by the AutoCimKGCore submodule [68]. Moreover, a set of construction-specific parameters is used,
such as the maximum number of competencies to be extracted per document, the cosine similarity
threshold for matching authors to employees, the threshold for resolving and merging similar elements
or the maximum retries in case of LLM usage exceptions [68]. As a result, the build_graph() function,
in combination with the consumed and produced data, represents the external interface of the central
submodule (see Figure 6) [68].

LLMintegrator K
EntitiesExtractor RelationsExtractor
+ model: ChatOpenAl
+ logger: Logger + embeddings_model: + logger: Logger
OpenAlEmbeddings
+ extract_entities() + sleep_time: int + extract_verify_and_correct_
+ align_entities() + logger: Logger relations()
+ align_entities_with_novel_topics() - extract_relations()
+ enrich_ontology() + extract_information() + align_relationships()
+ calculate_embeddings()

AutoCimKGCore

. Matcher
+ protected _kg_resources: dict
+ agent: str + logger: Logger
+ conf: dictf]
+ log: str[][]

+ find_match()
+ process_lists()
+ create_union_list()

+ logger: Logger

+ build_graph() + match_entities_and_update_

- determine_expert() relationships()

- construct_expert_entities_and_ + align_resource_metadata()
relations() + propagate_metadata_from_

- align_and_partition_entities_with_ entities_to_relationships()
ontological_topics() + propagate_metadata_in_

- construct_ontological_topic_ relationships()
entities_and_relations() + propagate_metadata_in_entities()

- align_and_filter_relationships_with_ + propagate_metdata_in_entity_lists()

ontological_relation_types()

Figure 6: KG construction and maintenance submodules of AutoCimKG (inspired by [68], following [86])
The central AutoCimKGCore submodule builds an overall competency KG by orchestrating the Enti-
tiesExtractor, RelationsExtractor, Matcher and LLMIntegrator (based on [68]). Listing 3 shows a heavily
simplified illustration of the respective build_graph() function, which omits metadata and ontology man-
agement, processing details and many parameters. As mentioned, the function consumes construc-
tion-specific parameters and domain representations of documents, employees and possibly an exist-
ing KG. It also produces a respective overall competency KG. The KG construction begins by initialising
collections (i.e. arrays) for global entities and relationships. Then, the function iterates over all provided
documents (i.e. representing full texts or distilled chunks). As a first step, the EntitiesExtractor is applied
to extract representative specialist entities (i.e. encoded competencies) from the document’s unstruc-
tured content. Here, the EntitiesExtractor uses the LLMIntegrator for semantic text processing (see
Section 5.1). These extracted local entities are resolved and merged with the global entities using the
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Matcher submodule (of course obsolete in the initial iteration). Based on the cosine similarity of em-
bedded names and labels, the most similar resource is searched for in the global entities for each local
entity. If this match yields a similarity above a user-defined, parameter-based threshold, the local entity
is replaced with the global entity. Otherwise, the local entity is added to the global set. In the imple-
mentation, this is realised by matching and combining the two entity lists (via set union). This mecha-
nism results in a resolved local entity set and an updated, comprehensive global entity set. Based on
the document’s resolved local entities and content, the RelationsExtractor is used to extract local com-
petency relationships. It applies the LLMIntegrator for semantic text processing as well (see Section
5.1). Moreover, it not only tries to prevent LLM hallucinations by verifying the determined relationships
(i.e. triples) against the provided resolved local entities but also to avoid isolated entities by re-prompt-
ing the LLM (if parametrised accordingly by the user). The local relationships are then resolved and
merged with the global relationships using the Matcher submodule and their embedded names (anal-
ogous to the entity resolution step). Thus, the most similar relation name is searched for in the global
relationships for each local relationship. In case of a match with a cosine similarity above a user-de-
fined, parameter-based threshold, the local name is replaced with the global name. The entities are
unaffected. Then, these resolved local relationships are added to the global set. In contrast to the
entities, no consolidation by name and via set union takes place, as relationships with identical names,
of course, may feature different start and end entities. As a last step for processing an individual doc-
ument, the build_graph() function constructs expert-related entities and relationships and appends
them to the global lists. The construct_expert_entities_and_relations() function consumes the resolved
local entities (i.e. determined competencies), the company-wide employees and the current docu-
ment’s authors. For every provided author, the procedure first tries to match it against the available
employees by searching for the most similar employee based on the full name cosine similarity. The
text embedding for the author is calculated with the LLMIntegrator, the one for the employee is fetched
from the domain object. If this match yields a similarity above a user-defined, parameter-based thresh-
old, it constitutes a valid expert. Otherwise, the procedure just continues with the next document author.
The resulting, constructed expert entity is then related to the document-specific competency entities.
Moreover, department and company entities are derived from the matched employee domain object.
The company is then linked to the department, while the department is connected to the expert. All of
these code-based, internally constructed elements use an English-language, “protected” set of labels
and names (e.g. “Expert”, “works_in” or “knows”), which are predefined in the AutoCimKGCore sub-
module. After this expert-centric step, the next document is processed, if existent. This incremental
processing is implemented such that it is robust against minor exceptions during KG construction. If
the EntitiesExtractor, RelationsExtractor or LLMIntegrator encounter any exceptions regarding LLM
usage (i.e. rate limits or parsing errors), the system waits, retries and then just skips the affected doc-
ument after a configurable number of attempts.

Listing 3: Simplified build_graph() function of the AutoCimKGCore submodule [68]

def build graph(self, documents: list[Document], employees: list[Employee],
old kg: KnowledgeGraph = None, ...) -> KnowledgeGraph:

# initialise global entities and relationships
global_ents, global = [], []
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# incrementally process each doc ...
for doc in documents:

# extract competencies from text

ents = self.ent_extr.extract_entities(doc.content, ...)

processed_ents, global_ents = self \
.matcher.process_lists(ents, global_ents, ...)

# extract competency relationships from text
rels = self.rel_extr \
.extract_verify and_correct_relations(doc.content,
processed ents, ...)
processed rels, _ = self.matcher.process lists(rels, global rels, ...)
global rels.extend(processed_rels)

# resolve and create experts, create and map org units (to experts),
# map competencies to experts & create and map document (to experts)
expert_ents, expert_rels = self \
.construct_expert_entities_and_relations(doc.name, doc.authors,
employees,
processed ents, ...)
global ents.extend(expert_ents)
global rels.extend(expert_rels)

if old_kg:
global ents, global rels = self.matcher \

.match_entities_and update_relationships(global ents,
old_kg.entities,
global_rels,
old _kg.relationships,

-)

# package and return kg

kg = KnowledgeGraph(global ents, global rels)
kg.remove duplicate entities()

kg.remove duplicate relationships()

return kg

The main submodule updates, if provided, an existing competency KG with a newly built KG and then
packs the assembled overall KG in a domain object (as in [68]). After processing all documents, the
build_graph() function proceeds to use the Matcher submodule to merge the global entities and rela-
tionships (i.e. the constructed KG) with a provided competency KG. In fact, the previously explained
mechanism to resolve and merge local elements with regard to global elements is also integrated to
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process the new KG and update the existing KG. Thus, this maintenance operation avoids creating
similar or duplicate elements. In addition, only minimal changes are made to the existing entities and
relationships, as these are either used to replace new elements or are complemented by new ones
(i.e. no modification or deletion happens). As a final step, the build_graph() function packs the assem-
bled KG in a property graph domain object and removes any duplicate elements that may have been
created (e.g. duplicated experts that were present in multiple documents). This concludes the genera-
tion and integration of a KG with distinct expert- and competency-related elements across all inputs.

5.2.2. Logging and Embedded Provenance

The IT artefact implements fine-grained logging during KG construction and maintenance. Instead of
just printing information (e.g. the currently processed document) to the standard output (i.e. console)
like iText2KG [68], all submodules use a proper logger (i.e. the Python logging module) [128]. This is
also inspired by [76]'® and [61]?°. Emitted logs include a timestamp (e.g. “2025-04-02 08:30:00"), a log
level (e.g. “INFO”), an agent name (i.e. “autocimkg”) and a fine-grained message [128]. This, for ex-
ample, concerns function parameters, LLM configurations, intermediate results of individual processing
steps (e.g. extracted competencies from a certain document) or exception handling (i.e. waiting and
retrying in case of LLM rate limits or parsing errors) [68]. Additionally, all performed logging operations
of the AutoCimKGCore submodule are captured in a variable so that they are accessible after KG
construction and maintenance [10], [129]. Similarly, a history of system configurations (i.e. construc-
tion-specific parameters) for each run of the build_graph() function is preserved and accessible in the
AutoCimKGCore submodule [10]. The realised metadata repository then allows persisting the logging
and configuration history in the neighbouring database system (further explained in Section 5.4).

The IT artefact enables comprehensive metadata for all produced KG elements. The system is required
to embed statement-level provenance in the competency KG to account for the creation, manipulation
and deletion of elements over time by different actors and based on different sources. The
build_graph() function therefore manages provenance-related node and edge properties in the property
graph domain representation (in addition to the mentioned text embeddings) [10]. During KG creation
and expansion (see Subsection 5.2.1), this provenance information is generated and set for every
individual entity and relationship. The chosen resource properties are derived from the PROV Ontology
[58] (respectively the PROV Data Model [57]) and adapted for the use case at hand. In general, some
agent will always be responsible for the creation, modification or deletion of a resource. In the scope
of this thesis, the AutoCimKG system is the responsible agent during KG construction and mainte-
nance. However, with regard to future downstream tasks, employees may edit some entity or relation-
ship interactively when the KG is shared in the company intranet. Thus, the set of responsible agents
(over time) is one provenance-related property. Moreover, entities and relationships arguably have a
starting and ending moment in their lifecycle. They are initially created by AutoCimKG, while in the
future, for example, an employee can interactively nullify a faulty resource via the company’s intranet
in the future (again in anticipation of downstream tasks). Therefore, a generation timestamp (either the
creation or modification moment) and an invalidation timestamp (the cancellation moment) represent
useful provenance properties for nodes and edges. Invalidating a resource instead of just removing it

19 https://github.com/rahulnyk/knowledge _graph_maker (accessed on 11.04.2025)
20 https://github.com/clear-nus/edc (accessed on 11.04.2025)
35



from the KG preserves its information and allows for contradicting statements. All elements are derived
from some data source. While AutoCimKG primarily uses documents and employee master data, the
system is required to anticipate additional data sources over time (in the sense that these are incorpo-
rated into the KG by a third party). That is why the set of origins is also included as a property. To give
a concrete example: during KG construction, the system may create an expert entity named “gerhard
lerch” and labelled “Expert” with the origins “['thesis.pdf’]”, the agents “[‘AutoCimKG’]” and the genera-
tion timestamp “2025-04-02 08:32:10.000000” [130]. If an inactive employment status is stored in the
matched employee domain object of the expert, the invalidation timestamp is set to the current moment.
Otherwise, it is kept empty to indicate the validity of the entity. Moreover, the build_graph() function
adds each processed document as a respective document entity to the KG and relates it to the respon-
sible expert. This is inspired by LangChain’s LLM Graph Transformer [75] and Neo4j’'s LLM Knowledge
Graph Builder?'?? [72]. Again, the mentioned, predefined resources of the AutoCimKGCore submodule
are applied (i.e. entity label “Document” and relationship name “written_by”). The inclusion of the doc-
ument entity and document-expert relationship enriches the competency KG by a further facet. Thus,
the documents are not only embedded as uniform properties that represent origins but also self-con-
tained and linked to respective authors. This fosters the direct accessibility for queries.

5.2.3. Resolution and Merging of KG Elements

AutoCimKG relies on the Matcher submodule to resolve and merge entities and relationships (analo-
gous to [68]), which must be adjusted to spare certain elements. The system produces a competency
KG that consists of elements extracted from text (i.e. competencies and their connections) and ele-
ments that are constructed by code (e.g. experts, departments or documents and their links). Thus, the
competencies and their connections are named (and labelled) by the neighbouring chat model. How-
ever, the internally constructed nodes need to be explicitly labelled (e.g. “Expert” for “gerhard lerch”)
and the code-based edges explicitly named (e.g. some document “written_by” the expert “gerhard
lerch”). As explained during the analysis of the build_graph() function (see Subsection 5.2.1), all these
internal constructions utilise a predefined, English-language set of labels and names, called “protected”
resources and stored in the AutoCimKGCore submodule. The crucial point is that these controlled
elements must not be resolved and merged according to the regular cosine similarity mechanism men-
tioned above. Neither should these controlled entities and relationships be replaced by some extracted
competence from text, nor should they be the replacement for the latter. A department entity derived
from the employee master data and created accordingly should not, for example, be replaced with a
competence extracted from a document. This would mix up the defined schema of the KG and make
the data fuzzy. Therefore, the corresponding functions of the Matcher submodule, i.e. process_lists()
and find_match(), are instructed to spare the controlled elements (see Figure 6). However, the ex-
plained mechanism to resolve and merge competence-related nodes and edges is generally retained.

21 https://github.com/neo4j-labs/lim-graph-builder (accessed on 08.11.2024)
22 https://lim-graph-builder.neo4jlabs.com/ (accessed on 08.11.2024)
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knowledge graphs:
Data_Structure

embeddings: "[1.3, -0.3, ...]",

generated_at_time: "2025-04-02 08:35:00.000000",
invalidated_at_time: "",

agents: ["AutoCimKG", ...],

origins: ["thesis1.pdf", ...]

{
) embeddings: "[1.3, -0.3, ...]",
generated_at_time: "2025-04-02 08:35:30.000000",
invalidated_at_time: ",

. agents: ["AutoCimKG", ...],
k%zvgedsﬁfugt?feh' origins: ["thesis1.pdf", "thesis2.pdf" ..

knowledge graphs:
Data_Structure

embeddings: "[1.0, -1.3, ...]",

generated_at_time: "2025-04-02 08:35:30.000000",
invalidated_at_time: "",

agents: ["AutoCimKG", ...],

origins: ["thesis2.pdf", ...]

Figure 7: Metadata merging mechanism of the Matcher submodule [57], [58], [68]
The processing logic of the Matcher submodule and the employed removal of duplicates must be sen-
sitised to the novel, embedded provenance properties of nodes and edges. The base system iText2KG
[68] manages text embeddings for every entity and relation during KG construction, while AutoCimKG
additionally implements origins, authors and timestamps as embedded provenance (see Subsection
5.2.2). Merging two elements that are similar in name (and label) based on cosine similarity means
that the new entity or relationship is simply replaced with the existing one, as explained. Additionally,
removing any duplicate elements (based on name and possibly label) can be achieved by randomly
discarding all but one duplicate, as they even have the same text embeddings. This is the status quo
in iText2KG [68]. Due to the new embedded provenance properties, both merging elements and dis-
carding duplicates get more challenging. As the controlled entities and relationships are spared from
resolution and merging by the Matcher submodule, the management of duplicates becomes even more
important. This is because they are likely to occur more frequently during the KG construction process
(see Subsection 5.2.1). Simply replacing elements with each other or randomly dropping all but one
from an “equal” set may lead to a drain of information. A simple example is given by two similar (or
equal) competency entities that stem from two different documents. For example, the competency
“knowledge graphs” was previously extracted from “thesis1.pdf’, while the newer “knowledge graph”
originates from “thesis2.pdf’. Normally, the new competency would simply be replaced with the existing
one by the Matcher. However, the surviving entity will not contain both origins but only “thesis1.pdf”.
This similarly applies to all embedded provenance properties of all elements. The solution to this prob-
lem consists of two mechanisms. First, matching entities and relationships with the Matcher must follow
a metadata-aware approach (see Figure 7). The properties for origins and agents are merged via set
union and therefore continuously expanded, which allows multiple sources and contributors over time.
Naturally, the newest generation timestamp wins, while the invalidation timestamp is merged by logical
disjunction (or the newest first if both exist). This means a new invalid resource constructed by the IT
artefact nullifies an existing one, and an existing invalid resource stays nullified. The second solution

mechanism accounts for discarding apparently equal elements. As this is an integral part of the base
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system iText2KG [68], the most sensible approach is to repeatedly propagate and thus consolidate
metadata across elements that are equivalent in terms of naming but different with respect to their
embedded provenance. Applying this mechanism before discarding all but one duplicate entity or rela-
tionship ensures that an aligned version of the resource metadata survives. The Matcher implements
the respective functionality and offers it to the other submodules of AutoCimKG.

5.2.4. Entity and Relationship Extraction from Text

The submodules EntitiesExtractor and RelationsExtractor encapsulate AutoCimKG’s semantic text
processing capabilities (based on [68]). They extract representative specialist entities (i.e. encoded
competencies) and their relations by semantically processing unstructured text with the LLMIntegrator.
For this purpose, the latter is guided to prompt the chat model (i.e. GPT-40) with task-specific direc-
tives, format instructions and context (as demonstrated in Section 5.1). While directives and output
schema are predefined in the EntitiesExtractor and RelationsExtractor submodules, the respective
functions consume the situation-specific context provided by the calling instance (e.g. the AutoCim-
KGCore submodule passing a certain document’s unstructured text). Exemplary directives for the com-
petency extraction prompt are shown in Listing 4 and instruct the chat model to target representative
specialist entities. The idea of AutoCimKG, to make competences implicitly encoded in unstructured
text explicit, materialises in these directives. The relation extraction directives are formulated in a
closely similar way. These directives are complemented by format instructions, which take the form of
the serialised JSON schema representation of a Pydantic model. This encodes the predefined output
structure. Depending on the invoking submodule, the schema either describes an array of entities (each
comprising name and label) or an array of relationships (each including name, start entity and end
entity). While the context for the entity extraction prompt just includes the provided unstructured text,
the relationship LLM prompt additionally necessitates a list of candidate entities for which associations
are to be searched for. Both EntitiesExtractor and RelationsExtractor then take the JSON result of the
LLM prompt, delivered by the LLMIntegrator, and transform it into a list of domain objects, which is
provided as the respective output. The extract_entities() function produces a list of entity domain ob-
jects, each represented by name, label and properties (i.e. embedding of name as well as label and
provenance information). The extract_verify_and_correct_relations() function outputs a list of domain
relationship objects, each consisting of a start and end entity, a name and again properties (i.e. em-
bedded provenance and the name’s text embedding). The respective result is handed over to the call-
ing instance (e.g. the AutoCimKGCore submodule during KG construction). Besides entity and rela-
tionship extraction, the EntitiesExtractor and RelationsExtractor submodules also offer semantic text
and KG element processing in the context of the implemented ontology management.

Listing 4: Exemplary directives for the competency extraction LLM prompt [68]

# DIRECTIVES

- Act like an experienced knowledge graph builder in the financial supervisory
domain.

- Try to understand the context and extract entities that reflect its central
content.

- The extracted entities should therefore characterize the knowledge (e.g. about
the specialist topics covered) or the skills (e.g. regarding the methods used) of

the author of the context.
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- Abbreviations should be spelled-out and then followed by the abbreviation in
parentheses, e.g. ‘GPT’ should be represented as €‘General Pretrained Transformer
(GPT)”.

- A maximum of 5 entities should be extracted, although there may be less. Pick
the most significant in alignment with the instructions given.

The EntitiesExtractor and RelationsExtractor perform post-processing operations after the semantic
extraction of KG elements from text [68]. After the entity and relationship extraction, the submodules
package the created KG elements in a list of domain objects, as mentioned [68]. Before this result is
handed over to the calling instance, each entity and relationship is post-processed. For every entity,
name and label are encoded as a single text embedding and deposited as a node property [68]. This
vector representation is calculated by invoking the respective function of the LLMIntegrator (see Sec-
tion 5.1). The same goes for the text embedding of each relationship name that is set as an edge
property [68]. Additionally, the mentioned embedded provenance properties are generated and set for
every created KG resource (as demanded by the build_graph() function during KG construction). Be-
sides setting resource properties, both submodules standardise the names and labels of entities and
relationships [68]. For example, names are lowercased while non-alphanumeric characters in labels
are replaced (e.g. “&” is replaced by “and”) [68]. This ensures that produced KG resources are named
and labelled more consistently than if they were taken directly from text.

5.3. Ontology Processing

This section explains the ontology processing of AutoCimKG. Therefore, the rationale behind the real-
ised alignment of KG assembly and a lightweight ontology is covered. Subsequently, the processing
of such a lightweight ontology during the system’s KG construction procedure is detailed.

5.3.1. Rationale of the Ontological Alignment

AutoCimKG processes a lightweight ontology to assign subject areas to competency entities, stand-
ardise their relations and filter resources (irrelevant to the application domain). The implemented on-
tology management is inspired by and derived from the Extract-Define-Canonicalize framework [61]%.
The framework performs a unification of several semantically equivalent edges (or nodes) to a stand-
ardised form in order to reduce redundancy and ambiguity in the constructed KG [61]. Applied to the
use case at hand, a set of targeted relation types is predefined and described in a semantic schema,
which is complemented by a set of competency relationships and then presented to an LLM. The focus
on competency relationships extracted from text is grounded in the fact that internally constructed
edges (e.g. “written_by”) are not subject to variation. Nevertheless, for each relation the chat model
then identifies the semantically closest option or indicates that none is equivalent. Subsequently, each
mapped competency relationship is replaced with the semantically equivalent, standardised relation
type of the lightweight ontology. Semantically incompatible competence relationships may be sorted
out or used to expand the semantic schema. But the latter is omitted and regarded as future work.
While relationships of competencies are inherently valuable to represent central specialist concepts of
a document, they are of secondary importance in comparison to competence entities. Likewise, this

28 https://github.com/clear-nus/edc (accessed on 11.04.2025)
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relation-centric mechanism is the inspiration for implementing something similar for entity types (hinted
in [61], also based on the Knowledge Graph Maker [76]**). However, since arguably a lot of compe-
tence entities will be encoded in the KG in the long term, the general question arises as to how to find
the appropriate terms when querying them. It is simply infeasible to sift through thousands of encoded
competencies to identify the desired term, on which subsequent queries about employee competencies
are performed. Instead of managing entity types, e.g. “Instrument” for the specialist entity “knowledge
source maps”, this suggests considering a higher-level approach. Domain-specific subject areas (e.g.
“knowledge management”), linked to subordinated specialist entities and integrated as coarse-grained
topic entities, solve the mentioned query-related problem and enrich the KG. Analogously to the rela-
tions, predefined and described subject areas from the lightweight ontology and a set of competence
entities are handed to the chat model. For each entity, the LLM identifies the most appropriate super-
ordinate subject area or indicates that none is semantically feasible. The linked subject areas result in
said topic entities that represent a predefined search vocabulary for the KG and add an additional
granularity level for utilisation. Competence entities not subsumed by any existing topic entity may be
sorted out or used to expand the lightweight ontology. As the LLM determines which textual concepts
form representative specialist entities for each document in a self-reliant manner (see Subsection
5.2.4), post-extraction alignment can help to make the results more relevant to the company domain,
thus more precise. Apart from that, the semantically incompatible competence entities can be used to
automatically suggest new domain-specific subject areas via an LLM, thus evolving the lightweight
ontology. This supersedes the manual upkeep in view of entirely out-of-distribution documents and
supports the automation aspect of AutoCimKG. In summary, the artefact uses a lightweight ontology
(i.e. relation types and subject areas) to align the processing of the documents and the KG assembly.

Listing 5: Exemplary lightweight ontology domain object used for KG construction [2], [61], [76], [131], [132]

lightweight ont = Ontology(strict=False
topics=[{“knowledge management”: “integrated and syste-
matic approach to design and use the organiza-
tional knowledge base”}],
relations=[{“realise”: “the start entity represents the
achievement or materialisation of the end
entity”}])

The processing of the lightweight ontology is implemented in a way that fosters configurable use. The
central AutoCimKGCore submodule is able to build and update a competency KG without any semantic
schema at all (see Subsection 5.2.1). Furthermore, if a lightweight ontology is processed, it is allowed
to comprise subject areas and relation types or omit one of the two ontological components. As men-
tioned, relation types are used to standardise and filter competency relationships, while subject areas
enrich the KG as topic entities. The latter may be used to sort out incompatible competency entities or
these are used to evolve the semantic schema with new subject areas. The system supports switching
between strict semantic filtering and ontology evolvement as well. The IT artefact encapsulates the
processed semantic schema in an ontology domain object (depicted in Listing 5). It comprises a strict-
ness indicator, a list of targeted subject areas, their descriptions (which may include examples) and an

24 https://github.com/rahulnyk/knowledge graph_maker (accessed on 11.04.2025)
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analogous list of allowed relation types. This representation is again inspired by Extract-Define-Canon-
icalize [61] and the Knowledge Graph Maker [76]. In combination with LangChain‘s LLM Graph Trans-
former?® [75], these approaches also guide ontology serialisation and prompting the LLM accordingly.
To enable the modular application of the semantic schema and mitigate problems regarding LLM con-
text windows (e.g. many KG resources to be aligned, large schemas, etc.) [61], the system splits the
task of processing such ontology during KG assembly into multiple subtasks. Thus, the latter are em-
bedded in the build_graph() function [68].

5.3.2. Processing of Subject Areas

The entity-specific ontology processing implemented by AutoCimKG is embedded in the KG construc-
tion procedure performed by the system. The subtasks of processing the subject areas of a provided
lightweight ontology are depicted in Figure 8. This sequence of activities represents the competence
entity alignment for a single document during a distinct iteration inside the build_graph() function (see
Subsection 5.2.1). It consumes the lightweight ontology handed to build_graph(), the competencies
extracted for the processed document and the current global KG (all represented by the domain objects
already introduced). The procedure produces an extended global KG and, depending on the strictness
mode of the semantic schema, an enriched lightweight ontology. Subsequently, the subtasks are ex-
plained in more detail. In general, the functionality is supported by a set of helper functions in the
AutoCimKGCore submodule, namely align_and_partition_entities_with_ontological topics(), con-
struct_ontological_topic_entities_and_relations(). The EntitiesExtractor contributes the align_entities(),
align_entities_with_novel_topics() and enrich_ontology() functions. This is solely noted to connect to
the design of the KG construction and maintenance submodules explained in Subsection 5.2.1.

Process ontological subject areas

Document

competencies
Nodes

Align
competencies

[not
strict]

[strict]

Filter
competencies
|7[\J Subject areas {stream}
Ontology W Global KG
KG

Enrich Integrate Match
ontology ot Topics competencies
{stream} Subject areas st KG (etream}
Ontology [new] [new] Global KG
[evolved] [new]

[ J

Figure 8: Entity-specific ontology processing during KG assembly (inspired by [61], [68], [76], following [86])
The first task of processing the subject areas of a lightweight ontology is to align the document-specific
competences and possibly filter them. This step consumes the ontology domain object handed to

25 https://github.com/langchain-ai/langchain-experimental/tree/main/libs/experimental/langchain_experimental/graph_trans-

formers (accessed on 16.04.2025)
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build_graph(), especially the subject areas (see Listing 5) and entity domain objects (each comprising
name and label) representing the competencies. These were extracted with the EntitiesExtractor for
the current document in an iteration of KG assembly (see Subsection 5.2.1). Moreover, this step hap-
pens before merging them to the global entity set. The running example is given by the two competence
entities “knowledge source maps: Instrument” and “knowledge graphs: Data_Structure”, extracted from
an arbitrary document. Properties like the text embeddings and embedded provenance are omitted to
simplify the example. So, semantic alignment of competence entities is performed via the neighbouring
LLM. Here, the EntitiesExtractor guides the LLMIntegrator to prompt the chat model (i.e. GPT-40) with
task-specific directives, format instructions and context (as explained in Section 5.1). The LLM is pre-
sented a context comprising a list of provided entities (represented by name and label) and a list of
ontological subject areas corresponding to the semantic schema, plus “None” as a fallback (see Listing
6). Hardcoded, task-specific directives require it to analyse each entity in the context of the domain at
hand (i.e. financial supervisory domain) and find the subject area that is best suited to subsume it. The
predefined format instruction, which again takes the form of the JSON schema representation of a
Pydantic model, encodes the output structure. It describes an array of entity alignments, each com-
prising the name and label of the processed entity and the assigned topic (or “None”). The EntitiesEx-
tractor takes the JSON result of the LLM prompt, provided by the LLMIntegrator, and transforms it to a
list of entity alignment domain objects (equivalent to the JSON schema content-wise). The respective
output is handed to the calling AutoCimKGCore submodule. This results in in-distribution entity align-
ments (competences assigned to subject areas) and out-of-distribution alignments (competences as-
signed to “None”). For example, “knowledge source maps: Instrument” is assigned to “knowledge man-
agement” [2], while “knowledge graphs: Data_Structure” is assigned to “None”. Subsequently, if the
ontology indicates a strict, i.e. enforcement, mode, all out-of-distribution alignments are left as is, and
then the respective entities of the processed document are irretrievably discarded. The ontology align-
ment in particular and the KG assembly in general will continue without the filtered resources. On the
other hand, if the semantic schema indicates ontology evolvement, the semantically incompatible en-
tities are aligned as well. Again, the EntitiesExtractor guides the LLMIntegrator to prompt the chat
model with task-specific directives, format instructions and context (as explained in Section 5.1). In a
prompt similar to the previous one, the LLM is handed a list of entities and the current ontological
subject areas as context. Hardcoded directives instruct it to analyse each entity, think about its meaning
and propose a new ontological subject area not currently present. It should characterise the compe-
tence entity in a broader sense, be of similar granularity as the existing topics and be suitable to sub-
sume a respective family of entities in the domain. The predefined format instructions are the same as
before, except for “None” being no feasible association for any alignment (i.e. only newly proposed
topics). Again, the resulting entity alignment domain objects are handed to the calling AutoCimKGCore
submodule. So, the out-of-distribution entities are also aligned and preserved. The entity “knowledge
graphs: Data_Structure”, for example, is now assigned to the newly proposed topic “Semantic Web”
[133]. Exceptions with regard to LLM usage (i.e. rate limits and parsing errors) are again handled by
waiting, retrying and then resuming with subsequent steps after a configurable number of attempts,
based on the parameterisation of build_graph(). If, for example, the in-distribution alignment succeeds
and the out-of-distribution alignment fails, the latter will be disregarded for further ontology processing.
Or if alignment fails in general, the AutoCimKGCore submodule will continue with resolving and merg-
ing unaltered document competence entities with the global set. And then with relation extraction for
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the current document in the current iteration inside build_graph(). Moreover, the procedure tries to
prevent LLM hallucinations by checking nodes contained in ontological alignments against the docu-
ment-specific competence entities. Subject areas of in-distribution alignments are additionally checked
against the existing subject areas of the provided lightweight ontology. Alignments containing invented
components are discarded. In summary, these LLM calls and the respective post-processing result in
a filtered or preserved set of entity domain objects for a certain document’s competencies and domain
representations of ontological alignments for those entities (i.e. a list of associations between name,
label and existing or novel topic).

Listing 6: Exemplary entity alignment LLM prompt [2], [61], [68], [75], [76]

# DIRECTIVES

- Act like an experienced knowledge graph builder in the financial supervisory
domain.

- Match the provided entities with given topics based on the ontology.

- The ontology lists general topics and respective descriptions in the context of
the domain.

- Provided entities are represented as an array in the form (name, label).

- For each entity, first think about its meaning in the domain at hand and then
pick the topic from the ontology that is the most appropriate to subsume it and
therefore characterize it in a broader sense.

- If you think that no topic characterizes a respective entity properly, pick
‘None’ .

# FORMAT INSTRUCTIONS
The output should be formatted as a JSON instance that conforms to the JSON schema
below.

As an example, for the schema {“properties”: {“foo”: {“title”: “Foo", “descrip-
tion”: “a list of strings”, “type”: “array”, “items”: {“type”: “string”}}}, “re-
quired”: [“fo0”]} the object {“foo”: [“bar”, “baz”]} is a well-formatted instance
of the schema. The object {“properties”: {“foo”: [“bar”, “baz”]}} is not well-
formatted.

Here is the output schema:

¥y

{“$defs”: {“AlignedEntity”: {“properties”: {“name”: {“default”: “The name of the
processed entity.”, “title”: “Name”, “type”: “string”}, “label”: {“default”: “The
label of the processed entity.”, “title”: “Label”, “type”: “string”}, “topic”:
{“default”: “The assigned topic or ‘None’.”, “title”: “Topic”, “type”: “string”}},
“title”: “AlignedEntity”, “type”: “object”}}, “properties”: {“entities”: {“de-
fault”: “The entities of the provided context, matched with the existing topics or
‘None’.”, “items”: {“$ref”: “#/$defs/AlignedEntity”}, “title”: “Entities”, “type”:
“array”}}}
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# ONTOLOGY

1) knowledge management: integrated and systematic approach to design and use the
organizational knowledge base

2) None: No listed topic is an appropriate parent category for the entity

# ENTITIES
[(‘knowledge source maps’, ‘Instrument’), (‘knowledge graphs’, ‘Data_Structure’)]

The aligned and possibly filtered competencies for a certain document are matched with the global
entity set, leading to a resolved local set and an updated global KG. This subtask uses the domain
object of the current global property graph and the filtered or preserved entity domain objects, repre-
senting the competencies encoded by the current document. In fact, it represents the process_lists()
function call of the Matcher submodule in build_graph() in the AutoCimKGCore submodule. That is,
resolving and merging document-specific competence entities with the global entity set in a particular
iteration (see Subsection 5.2.1). So, based on a user-defined threshold and the cosine similarity of
embedded names and labels, each local entity is either replaced with the matching global entity or
otherwise added to the global set. In other words, ontological alignment does not change the matching
mechanism in particular. Only the processed entities are possibly filtered, depending on the strictness
indicator of the semantic schema. There are two reasons why this step happens after the entity align-
ment and before the integration of the topic entities (i.e. subject areas). In the case of ontology strict-
ness, respectively enforcement, only the filtered competence entities should be merged with the global
entity set. Thus, filtering has to happen beforehand. Moreover, competence entities resolved and re-
placed during the matching step, i.e. substitutions from the global set, were aligned in a previous iter-
ation inside build_graph(). This is because otherwise they would not have been added to the global
set. Thus, only novel competence entities should be enriched with topic entities, and matching has to
happen beforehand. Accordingly, this subtask produces a resolved local set of competence entity do-
main objects, used for subsequent relation extraction in build_graph(), and an updated, comprehensive
set of entity domain objects in the global KG.

Ontological subject areas are related to subordinated competencies and embedded as coarse-grained
topic entities to enrich the assembled KG. This is based on the lightweight ontology (see Listing 5), the
semantic entity alignments and the associated competence entities. In particular, this step consumes
the unmatched, novel competencies for a specific document (i.e. extracted entities minus the ones
replaced by global ones). The matched entities were already processed in a previous iteration of
build_graph(). Otherwise, they would not be present in the global set. Accordingly, topic entities for
those competences were already constructed. If no unmatched entities are existent, there is nothing
novel to enrich. In case there are novel competences present, each ontological alignment is processed
by the AutoCimKGCore submodule individually. At first, name and label (e.g. “knowledge source maps:
Instrument”) are used to locate the aligned competence in the unmatched document-specific entity set.
Then, the assigned subject area of the alignment is used to create a “Topic” entity, e.g. “knowledge
management: Topic”. Finally, this topic entity is related to the respective competence entity, e.g.
“knowledge source maps: Instrument”, via the “subsumes” relationship [2]. As already explained, such
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fixed resource names and labels are predefined in the AutoCimKGCore submodule. If the ontology
indicates a strict, i.e. enforcement, mode, no out-of-distribution alignments are presentin the processed
entity alignments. On the other hand, if the semantic schema indicates ontology evolvement, the out-
of-distribution alignments are existent and processed analogously. As mentioned, the respective onto-
logical alignments are already included or excluded in the first step, where competencies are aligned.
In the running example, the ontology is meant to be evolved, and thus, the created topic entity “seman-
tic web: Topic” subsumes the competence entity “knowledge graphs: Data_Structure” [133]. To con-
clude, this subtask constructs topic entities and their relations to subsumed competence entities (rep-
resented as entity and relationship domain objects). This concerns in-distribution and possibly out-of-
distribution competences, depending on whether the ontology is enforced or evolved. These new enti-
ties and relationships are added to the current global KG, which is an intermediate, partial result of the
alignment procedure. It is used for further execution of build_graph() during KG assembly (see Sub-
section 5.2.1).

Listing 7: Exemplary ontology enrichment LLM prompt [61], [68], [76]

# DIRECTIVES

- Act like an experienced knowledge graph builder in the financial supervisory
domain.

- Propose concise, one sentence descriptions for the provided ontological topics
in the given domain.

- Think of three specific and short examples for each topic (i.e. at best only one
keyword per example).

# FORMAT INSTRUCTIONS
The output should be formatted as a JSON instance that conforms to the JSON schema
below.

As an example, for the schema {“properties”: {“foo”: {“title”: “Foo", “descrip-
tion”: “a list of strings”, “type”: “array”, “items”: {“type”: “string”}}}, “re-
quired”: [“fo0”]} the object {“foo”: [“bar”, “baz”]} is a well-formatted instance
of the schema. The object {“properties”: {“foo”: [“bar”, “baz”]}} is not well-
formatted.

Here is the output schema:

¥y

{“$defs”: {“NovelTopic”: {“properties”: {“topic”: {“default”: “The processed
topic.”, “title”: “Topic”, “type”: “string”}, “description”: {“default”: “The con-
cise description of the topic.”, “title”: “Description”, “type”: “string”}, “exam-
ples”: {“default”: “The examples for the topic.”, “items”: {“type”: “string”},
“title”: “Examples”, “type”: “array”}}, “title”: “NovelTopic”, “type”: “object”}},
“properties”: {“topics”: {“default”: “The topics of the provided context, enriched
with descriptions and examples.”, “items”: {“$ref”’: “#/$defs/NovelTopic”}, “title”:
“Topics™, “type”: “array”}}}
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# TOPICS
1) Semantic Web

The processed lightweight ontology is automatically enriched with novel subject areas, encoded in the
document-specific entity alignments. This step consumes the ontological alignments for the current
document’s competences, in particular those that were out-of-distribution during LLM-based semantic
alignment. Thus, all alignments where novel ontological subject areas, not currently covered in the
lightweight ontology, were proposed by the chat model (i.e. a list of associations between name, label
and novel, domain-specific topic). If the ontology domain object provided to build_graph() indicates a
strict, i.e. enforcement, mode, no enrichment takes place. On the other hand, if the semantic schema
indicates ontology evolvement, the distinct subject areas from the out-of-distribution competence align-
ments form the basis. For example, the Semantic Web from the alignment that associates “knowledge
graphs: Data_Structure” with “Semantic Web”. Here, the EntitiesExtractor guides the LLMIntegrator to
prompt the chat model (i.e. GPT-40) with task-specific directives, format instructions and context (as
explained in Section 5.1). Hardcoded directives instruct the LLM to provide concise, one-sentence
descriptions of the presented subject areas (see Listing 7). The predefined format instruction describes
an array of novel topics, each enriched with a description and examples. The context of the prompt just
lists the to-be-defined subject areas. The EntitiesExtractor takes the JSON result of the LLM prompt,
provided by the LLMIntegrator, and transforms it to a list of novel topic domain objects (equivalent to
the JSON schema content-wise). The output is handed to the calling AutoCimKGCore submodule. This
is then added to the current ontology domain object at hand in the required format (i.e. as a Python
dictionary). For the running example (see Listing 5), the chat model could define the new ontological
topic “Semantic Web” as “an advancement of the World Wide Web that emphasises structure, meaning
and interoperability (e.g. RDF, OWL or SPARQL)” [133], [134]. Exceptions with regard to LLM usage
(i.e. rate limits and parsing errors) are again handled by waiting, retrying and then skipping the LLM-
based topic definition, therefore enrichment as a whole, after a user-defined number of attempts. The
procedure tries to prevent LLM hallucinations by checking the novel subject areas defined by the LLM
against the already integrated, out-of-distribution topic entities of the step beforehand. As a reminder,
these are already created and linked to the subsumed competence entities. This ensures that only
subject areas consistent with the assembled KG are added to the ontology. Invented subject areas are
discarded. Accordingly, this subtask outputs the enriched ontology domain representation with new
subject areas, available for entity alignment in the next iteration inside build_graph() or ultimately re-
turned to the calling instance of the function in case no further documents are processed. The
build_graph() function then continues with relation extraction for the document (see Subsection 5.2.1).

5.3.3. Processing of Relation Types

The relationship-specific ontology processing realised by AutoCimKG is integrated into the KG assem-
bly procedure performed by the system. The steps of processing the relation types of a provided light-
weight ontology are displayed in Figure 9. These subtasks represent the competence relationship
alignment for a single document during a distinct iteration inside the build_graph() function (see Sub-
section 5.2.1). The mechanism uses the competence relationships extracted for the processed docu-
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ment, the lightweight ontology handed to build_graph() and the current global KG (again, all repre-
sented by the domain objects already introduced). It outputs an extended global property graph. Sub-
sequently, the subtasks are explained in more detail. The alignment is embedded in the AutoCim-
KGCore submodule and supported by a helper function, namely align_and_filter_relation-
ships_with_ontological_relation_types(). The RelationsExtractor additionally provides the align_rela-
tionships() function. Again, this is only stated to connect to the design of the KG assembly submodules
presented in Subsection 5.2.1.

Process ontological relation types

Document

competency relations
Edges

Align Filter
competency competency {stream}
relations relations

Relation types Global KG
Ontology

Y

Standardize Match
competency competency
relations relations
KG
[new] L Global KG
[new]

J

Figure 9: Relationship-specific ontology processing during KG assembly (inspired by [61], [68], [76], following [86])
The initial subtask of processing the relation types of a lightweight ontology is to align the document-
specific competence relationships accordingly. This is based on the ontology domain object handed to
build_graph(), especially the relation types (see Listing 5) and relationship domain objects (each rep-
resenting the start entity, name and end entity), carrying the competence relationships. Beforehand,
these were extracted with the RelationsExtractor for the current document and its resolved local com-
petence entities in an iteration of KG assembly (see Subsection 5.2.1). Clearly, this happens after entity
determination with the EntitiesExtractor and their ontological alignment. Also, this step is located before
matching local relationships with the global set, as only filtered and standardised resources are appro-
priate for that. The running example is given by the competence entity “knowledge graphs: Data_Struc-
ture” that is related via “materialise” to “knowledge source maps: Instrument” and extracted from an
arbitrary document. Again, properties like the text embeddings and embedded provenance are omitted
to simplify the example. The semantic alignment of competence relationships is performed via the
neighbouring LLM. Similar to every previous explained LLM integration, the RelationsExtractor utilises
the LLMIntegrator to prompt the chat model (i.e. GPT-40) with task-specific directives, format instruc-
tions and context (see in Section 5.1). The LLM is handed a context including a list of provided rela-
tionships, comprising the names of the start and end entities and a relation name. This is accompanied
by a list of ontological relation types corresponding to the semantic schema, plus “None” as a fallback
(see Listing 8). Predefined directives urge the LLM to think about each relational triple in the context of
the domain (i.e. financial supervisory domain). It is instructed to pick the relation type that is the most
appropriate to characterise and therefore replace the entities’ relationship. The predefined format in-
structions encode an array of relationship alignments, each comprising the names of the processed
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entities and the assigned relation type (or “None”). The RelationsExtractor takes the JSON result of
the LLM prompt, exposed by the LLMIntegrator, and transforms it to a list of relationship alignment
domain objects (equivalent to the JSON schema). The respective output is handed to the calling Auto-
CimKGCore submodule. This results in in-distribution alignments (competency relationships assigned
to semantically equivalent relation types) and out-of-distribution alignments (assigned to “None”). For
example, “knowledge graphs” is associated with “knowledge source maps” via “realise” (instead of
“‘materialise”, see Listing 5). In this example, no other relationships are left, so no alignment contains
“None”. Exceptions regarding LLM utilisation (i.e. rate limits and parsing errors) are again managed by
waiting, retrying and then resuming with KG assembly after a user-defined number of attempts. If the
alignment fails, no subsequent filtering or standardisation takes place, and the extracted competency
relationships for the current document are preserved. Thus, the AutoCimKGCore submodule continues
with resolving and merging these unaltered relationships with the global set. And then with constructing
expert-related elements for the current document in the current iteration inside build_graph(). The LLM
integration tries to prevent hallucinations by checking start and end entities contained in ontological
alignments against the document-local competence relationships. Moreover, assigned relation types
(excl. “None”) are checked against the existing relation types of the lightweight ontology. Alignments
containing invented components (i.e. entities or relation types) are discarded. All in all, this subtask
provides domain representations of ontological alignments for a document’s competence relations, i.e.
links between start entity name, end entity name and relational type (or “None”).

Listing 8: Exemplary relationship alignment LLM prompt [61], [68], [75], [76], [131], [132]

# DIRECTIVES

- Act like an experienced knowledge graph builder in the financial supervisory
domain.

- Match the provided relationships with given types based on the ontology.

- The ontology lists general relationship types and respective descriptions in the
context of the domain.

- Provided relationships are represented as a numbered list of relational triplets
in the form (start_entity, RELATIONSHIP, end_entity).

- For each relational triple, first think about its meaning in the domain at hand
and then pick the relationship type from the ontology that is the most appropriate
to characterize and therefore replace the relationship between the respective en-
tities.

- If you think that no relationship type is suitable to reflect the essence of a
respective relationship, pick ‘None’.

# FORMAT INSTRUCTIONS
The output should be formatted as a JSON instance that conforms to the JSON schema
below.

As an example, for the schema {“properties”: {“foo”: {“title”: “Foo", “descrip-
tion”: “a list of strings”, “type”: “array”, “items”: {“type”: “string”}}}, “re-
quired”: [“fo0”]} the object {“foo”: [“bar”, “baz”]} is a well-formatted instance
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of the schema. The object {“properties”: {“foo”: [“bar”, “baz”]}} is not well-
formatted.

Here is the output schema:

33

{“$defs”: {“AlignedRelationship”: {“properties”: {“list_number”: {“default”: “The
number of the processed triple in the provided list.”, “title”: “List Number?”,
“type”: “integer”}, “start_entity”: {“default”: “The start entity, which is present
in the processed triple.”, “title”: “Start Entity”, “type”: “string”}, “relation-
ship_type”: {“default”: “The assigned relational type from the ontology or ‘None’.”,
“title”: “Relationship Type”, “type”: “string”}, “end_entity”: {“default”: “The end
entity, which is present in the processed triple.”, “title”: “End Entity”, “type”:
“string”}}, “title”: “AlignedRelationship”, “type”: “object”}}, “properties”: {“re-
lationships”: {“default”: “The relational triples of the provided context, matched
with existing relationship types or ‘None’.”, “items”: {“$ref”: “#/$defs/AlignedRe-
lationship®}, “title”: “Relationships®, “type”: “array”}}}

I

# ONTOLOGY

1) realise: the start entity represents the achievement or materialisation of the
end entity

2) None: No listed relationship type is an appropriate replacement

# REALTIONSHIPS
1) (‘knowledge graphs’, ‘materialise’ €‘knowledge source maps’)

Competence relationships are filtered and standardised on the basis of their semantic associations
with ontological relation types. Domain representations of these alignments and a list of relationship
domain objects, carrying the competence relations for the current document, are used by this step.
First, all ontological alignments indicating semantically incompatible competency relationships, i.e. re-
lations assigned to “None”, are used to irretrievably discard the respective elements. However, the
contained entities are not affected, only the relations between them. The ontology alignment in partic-
ular and the KG assembly in general will continue without the filtered relationships. For each remaining
ontological alignment, the implementation uses the contained relation type to replace the correspond-
ing competence relationship’s name. The relationship “materialises” from “knowledge graphs:
Data_Structure” to “knowledge source maps: Instrument”, for example, was semantically aligned by
the LLM and got assigned the relation type “realise” (see Listing 5). This means that “materialise” is
replaced by the equivalent “realise” in the respective relationship domain object in this step. Therefore,
this step results in filtered and standardised competence relationships for a certain document, repre-
sented by a list of relationship domain objects.

The filtered and standardised competence relationships for a certain document are matched with the
global relation set, leading to an updated, comprehensive global KG. This is based on the current global

property graph of the assembly procedure and the previously refined document-specific competency
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relationships, both given as respective domain representations. Actually, this step again corresponds
to the process lists() function call of the Matcher submodule and the extension of the global relation-
ships in the build_graph() function. That means resolving document-local competence relationships
with the global relation set in a particular iteration for a certain document (see Subsection 5.2.1). As
explained, these resolved local relationships are then used to extend the global relation set. Conse-
quently, the employed ontology management leaves this mechanism unchanged. Only the relation-
ships used are filtered and standardised, as opposed to being directly taken from the processed doc-
ument. Nevertheless, the matching results in an updated, comprehensive global set of relationship
domain objects in the global KG. So, ontological alignment is completed, and build_graph() continues
with KG assembly for the current document by constructing expert-related entities and relationships.

5.4. Database Integration

The AutoCimKG system integrates an external database system for storing the constructed and main-
tained KG (analogous to [68]) as well as self-contained metadata. The single solution of choice for the
IT artefact is the object-relational PostgreSQL [90], extended with a graph-native interface and query
language via Apache AGE [96], [97]. The neighbouring database is integrated into the system with two
Python submodules, the Graphintegrator and the Metadatalntegrator (see Section 4.4). The Graphln-
tegrator submodule allows storing snapshots (i.e. distinct versions) of competency KGs in the Post-
greSQL database. It also enables retrieving existing KGs from the database. The Metadatalntegrator
reads and writes self-contained metadata regarding the KG construction and maintenance operations
(e.g. LLM configurations or system logs that are used or created by AutoCimKG). Both submodules
encapsulate parametrisable connection details like host server, port, database name, username and
password for the single, employed database. The Metadatalntegrator additionally targets a specific
schema, e.g. “public”. The Graphlintegrator operates against the graph-orientated interface provided
by Apache AGE, which internally manages multiple schemata in the connected database [135], as
explained later. In essence, this means that graph data and metadata are stored in different schemata
in a single neighbouring repository. Both building blocks also perform comprehensive logging, like all
other submodules of AutoCimKG (see Subsection 5.2.2). The tutorials in [136], [137], [138] form the
fundamental basis for the usage of the Psycopg 2 Python module? to integrate the PostgreSQL data-
base in AutoCimKG. In particular, these sources guided the implementation of the connection to the
database and all SQL-based create, insert, select and delete procedures. Moreover, they are the basis
for the employed exception handling and transaction management in the form of try and catch as well
as commit and rollback. This applies to the relational metadata storage and the graph storage (as
Apache AGE embeds Cypher queries in SQL queries by function calling [139]). Additionally, the official
documentations of Psycopg 2 [140] and PostgreSQL [141] were the basis for minor syntax-specific
consultations with regard to the Metadatalntegrator (e.g. checking specifics about data types). The
same holds for the GraphIntegrator, Cypher and the Apache AGE documentation [142]. The Graphin-
tegrator was extended and ported from Neo4j to Apache AGE, but it is still fundamentally based on the
original implementation in iText2KG [68]. Additionally, the integration of the Metadatalntegrator in Au-
toCimKG as a submodule is inspired by [68], although it is a completely new building block.

26 https://www.psycopg.org/ (accessed on 25.04.2025)
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Figure 10: Conceptual data model of the metadata repository [10], [57], [58]
The data model of the metadata repository comprises applied ontologies, used LLM configurations,
employed build_graph() configurations, produced system logs, processed data sources and versions
of assembled KGs [10]. Figure 10 shows the conceptual model. As the artefact is required to support
snapshot-based KG versioning, the metadata repository centres around the latter. A single run of con-
struction and maintenance produces a distinct competency KG. Thus, incorporated configurations and
a possible ontology as well as produced system logs are always associated with a single KG snapshot.
Data sources, however, are processed once by the system or incorporated once by another agent
(considering interactive adjustments over the company intranet, for example). Reuse arguably does
not provide any new information if already embedded in the KG. Furthermore, fact-level provenance
regarding origins and document entities related to the responsible expert and embedded in the KG
create a trackable association (see Section 4.5). Thus, data sources are not linked to a distinct KG
version in the metadata repository. As mentioned, KG versions [10] represent the central data element,
corresponding to one distinct version or snapshot and generated in a run of KG assembly. Some agent
[57], [58] (denoted by a textual name [143]) will be responsible for performing the KG assembly. Fur-
thermore, this activity will also have a start and an end moment [57], [58]. That is why respective
timestamps [144] are traced from a provenance perspective. This also allows selecting those elements
in the corresponding named graph in the database that were generated, modified or invalidated during
that very run (as such timestamps are part of embedded node and edge metadata, see Subsection
5.2.2). The name of the assembled KG is the unique, textual identifier [145]. System logs [10] are
comprised of a timestamp [144] as well as a textual log level, logger name and message [143] (see
5.2.2). Additionally, they include a surrogate identifier [145] and a reference to a named KG version
[145]. Ontologies, LLM configurations and system configurations [10] comprise a surrogate key [145]
and are related to a named KG version [146], as mentioned. All these configuration-orientated data
elements are stored as JSON attributes [147]. This accommodates their heterogeneity (e.g. configura-

tions for different LLMs with different parameters) and further development of the prototypical system
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over time (e.qg. if the parameters of the build_graph() function change). Regarding data sources [10],
the system itself primarily uses documents during KG assembly. Here, the content and authors of the
documents are relevant. Thus, both can also be stored. It is appropriate to persist the data sources’
full texts, as these are the fundamental basis for determining encoded competencies. Full texts are
stored in the metadata repository and not embedded as fact-level properties, as this will keep the KG
lightweight and avoid replication over multiple KG snapshots. Moreover, each document’s name, lan-
guage and type can be stored, as they are also used during KG assembly. All these attributes have
text data types [143] and each data source possesses a surrogate identifier [145]. In general, the
metadata repository is of prototypical nature and readily adaptable in terms of its data model, if needed.

Listing 9: Ontology insertion function of the Metadatalntegrator [68], [136], [137], [138], [148], [149]

def create_ontology(self, kg name: str, ont: Ontology):

connection = None
cursor = None
try:
connection = psycopg2.connect(host=self.host, port=self.port,
database=self.dbname,
user=self.username,
password=self.password)
cursor = connection.cursor()

cursor.execute(f”INSERT INTO {self.schema}.ontology(kg name, “ \
+ “ontology) VALUES (%s, %s)”,
(kg_name, json.dumps(ont.__dict_)))

connection.commit()
except Exception as e:
self.logger.exception(“PostgreSQL communication failed”)
if connection: connection.rollback()
finally:
if cursor: cursor.close()
if connection: connection.close()

The Metadatalntegrator submodule offers to read and write self-contained metadata. It offers a schema
initialisation function that creates all introduced tables in the database (see Figure 10). Additionally,
insert, read and delete functions for all metadata elements are offered to the other submodules of
AutoCimKG or to a surrounding Python-based application. Clearly, the Metadatalntegrator is tailored
to the current data model and therefore just as prototypical. In terms of domain representations for the
self-contained metadata, the submodule uses the already introduced domain objects for documents
and lightweight ontologies. LLM and build_graph() configurations are handled as plain Python diction-
aries, while KG versions and logs require novel domain representations. In fact, these merely mirror
the attributes stored in the respective tables. Listing 9 shows the ontology insertion function of the

Metadatalntegrator as a representative example. The prerequisite for this function is a persisted KG
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version in the PostgreSQL database, e.g. in the “public” schema. As mentioned, such a data record
consists of a name and an agent. Additionally, timestamps for the start and end of the KG assembly
procedure are needed. An exemplary data record is given by “kg_v1”, “AutoCimKG”, “2025-04-02
08:29:30.000000” and “2025-04-02 08:40:00.000000” [130]. So, the create_ontology() function can be
called using the name of the KG version and the ontology applied during KG assembly. As shown, the
function connects to the configured database and uses a SQL statement to insert the serialised ontol-
ogy into the respective table. In case an exception occurs, it revokes the insertion and prints a respec-
tive message. All other insert, read and delete functions of the Metadatalntegrator work analogously.

The processing logic of Apache AGE naturally enables the targeted snapshot-based KG versioning
strategy [135]. The Graphlntegrator uses Cypher queries to work with the graph-based interface pro-
vided by Apache AGE [96], [97]. However, Apache AGE internally and automatically manages multiple
schemata in the connected PostgreSQL database (see [135]). First, it creates the general schema
“ag_catalog” in the database that holds the tables “ag_graph” and “ag_label”. These carry information
about all persisted named graphs and the respective tables where their fragments are stored (nodes
and edges of different types). The creation of a named graph (e.g. “kg_v1”) leads to another, corre-
sponding schema. Within this schema, two central tables are created to store all nodes, edges and
their properties. For example, these could be called “kg_v1._ag_label_vertex” and “kg_v1._ag_la-
bel_edge”. Then, for every new entity or relationship label (i.e. type), an additional table is created
within the same schema (e.g. “kg_v1.Expert”). This table redundantly carries the respective KG ele-
ments and their properties. It allows recognising different types of nodes and edges. Accordingly,
Apache AGE stores property graphs in a PostgreSQL database by automatically fragmenting them into
many tables. In essence, through its focus on distinct named graphs, it naturally supports the targeted
versioning approach. Thus, it is able to persist a sequence of distinct competency graphs.

Listing 10: Simplified read function of the Graphintegrator [68], [136], [137], [138], [150], [151], [152]

def read_graph(self, graph name: str) -> KnowledgeGraph:

connection = None
cursor = None
try:
connection = age.connect(host=self.host, port=self.port,
dbname=self.dbname, graph=graph_name,
user=self.username,
password=self.password
cursor = connection.connection.cursor()

# ENTITIES
entities = []
cursor.execute(“SELECT * from cypher(%s, $$ MATCH (n) RETURN n $$) “ \
+ “as (v agtype);”, (graph_name,))

for row in cursor:

v = row[0]

entity = Entity(label=v.label, name=v["name"])
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# embeddings, agents and timestamps ...
entity.properties.origins = v["origins"]
entities.append(entity)

# RELATIONSHIPS ..

kg = KnowledgeGraph(relationships=relationships, entities=entities)
return kg

except Exception as e:
self.logger.exception("PostgreSQL communication failed")
if connection: connection.rollback()
finally:
if cursor: cursor.close()
if connection: connection.close()

The Graphlintegrator submodule enables storing and retrieving snapshots of competency graphs
(based on [68]). The building block provides functions to create a named graph in the neighbouring
database, fill it with the assembled competency KG, read a previously persisted KG and delete a whole
named graph. These functions are offered to the other submodules of AutoCimKG or to a surrounding
Python-based application. In addition to the aforementioned general sources, the submodule builds on
other sources in particular. The blog post in [153] shows how to integrate Apache AGE in a Python
program, namely what additional Python modules are needed. The documentation about the MATCH
[150], CREATE [154] and SET [155] clauses supported the design of the Cypher queries employed.
Furthermore, the examples in [151], [152] are the groundwork for the read, create and delete functions
of the submodule, while the write function is fundamentally based on the processing logic of iText2KG
[68]. In terms of domain representations for the graph data, the submodule builds on the already intro-
duced domain objects for entities, relationships and the property graph as a whole. Listing 10 shows
an incomplete read_graph() function of the Graphintegrator. The assumption is that a named graph,
filled with some competency KG, is existent in the database. Then, the read_graph() function can be
called using the name of this KG snapshot. The function connects to the configured database and the
provided named graph via Apache AGE. It fetches all persisted entities and their properties using a
respective Cypher query, embedded in an SQL statement [139]. Subsequently, the result of this query
is processed and transformed into entity domain objects (comprising name, label and properties).
Then, all persisted relationships and their properties are fetched and transformed analogously. Finally,
the read KG is provided to the calling instance. In case an exception occurs, the function prints a
respective message.

Implementing the PostgreSQL-based graph storage with Apache AGE necessitates taking its sup-
ported data types into account [156]. According to [156], each persisted entity has a unique identifier
(i.e. a number) and a set of properties (i.e. JSON instance with attributes like the node’s name or text
embeddings). Furthermore, each relationship has a unique identifier, a start and end entity identifier
(i.e. numbers) and a JSON-based set of properties. These properties in particular are subject to a

predefined set of allowed data types [156]. While attribute names are uniformly represented by strings,
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this especially concerns attribute values [156]. Here, Apache AGE supports different internal data
types. As explained, the KG assembled by AutoCimKG features node and edge properties (see Section
4.5 and Subsection 5.2.2). This necessitates mapping the resource properties of the employed domain
objects of the software artefact to compatible Apache AGE data types, handled when writing or reading
graph data to or from the database system. Each resource carries a text embedding representation of
its name (and label). This vector of floating-point numbers is stored as a list of strings in the database,
to be independent of any precision restrictions and rounding errors [156]. Moreover, nodes and edges
include a generation and invalidation timestamp, although the latter may not be set. Unfortunately,
Apache AGE does not offer any date-related types [156]. Therefore these properties are just stored as
(empty) strings in the database [156]. Accordingly, the timestamps are consistently mapped by the
Graphlntegrator, based on Python’s datetime implementation [130]. Finally, the set of origins and the
set of responsible agents that each resource contains in its properties are naturally represented by a
list of strings in the PostgreSQL database [156].
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6. Assessment

This chapter covers the assessment of the developed software prototype. Thus, AutoCimKG and an
illustration of the produced competency KG are embedded in usage scenarios and applied to selected
parts of the organisational use case. Subsequently, the results from this demonstration of efficacy and
implementation details are contrasted with the artefact objectives (i.e. software requirements). This
evaluates the degree to which the targeted solution is realised and determines improvement potentials.

6.1. Demonstration

This section demonstrates the utilisation of the produced competency KG and the automatic construc-
tion of such KG with AutoCimKG. Additionally, it shows how to read and write graph data as well as
self-contained metadata using the IT artefact. Detailed usage scenarios that embed this demonstration
of efficacy are available in Appendix E and were structurally guided by [26].

6.1.1. Utilisation of the Assembled Competency KG

The targeted utilisation of a competency KG is subject to certain prerequisites. First of all, it requires
that some agent has constructed or maintained a competency KG with the system (i.e. the Python
module “autocimkg”). Additionally, an ontology was used in the process, and coarse-grained topic en-
tities were added to the resulting KG. An exemplary instance of such a competence property graph is
depicted in Figure 11. Here, this thesis serves as an artificial basis. The company entity “JKU” relates
to the department “DKE*, in which the expert “gerhard lerch” works. Also, the latter wrote the document
“thesis.pdf’. The expert knows the specialist entities “large language models”, “knowledge graphs” and
“knowledge source maps”. As mentioned, these characterise the document’s content and thus encode
the author’'s domain competencies. Additionally, “knowledge graphs” realise “knowledge source maps”,
extracted from the processed “thesis.pdf’. The applied ontology led to the topic entities “machine learn-
ing” and “knowledge management” being connected to the respective, subsumed competence entity
and incorporated into the KG. The shown KG indicates the implemented snapshot-based versioning.
It also hints at the fact-level properties embedded by all entities and relationships in the competence
KG (i.e. text embeddings and provenance information). Apart from assembly, AutoCimKG was used to
store the produced graph “kg_v1” in a PostgreSQL and Apache AGE database. Here, one possibility
is to deploy the database on the host machine with an Apache AGE/PostgreSQL Docker?” container
[157]. Moreover, an arbitrary, external database client, e.g. the terminal-based psql?, is connected and
available to perform queries.

27 https://www.docker.com/resources/what-container/ (accessed on 28.04.2025)
28 https://www.postgresql.org/docs/current/app-psql.ntml (accessed on 12.03.2025)
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Figure 11: Exemplary competency KG produced by AutoCimKG [10], [57], [58], [68]

The assembled and persisted KG allows answering questions about the competencies of experts. This
is done by performing respective Cypher/SQL queries against the PostgreSQL and Apache AGE da-
tabase. Listing 11 shows three exemplary queries to utilise the competency KG “kg_v1” from Figure
11. The first query fetches all competencies linked to a specific expert. In particular, it matches all
competence entities that are related to the expert entity named “gerhard lerch” via “knows”. The query
returns the name of each competence entity and thus yields “large language models”, “knowledge
graphs” and “knowledge source maps”. The second query is structured the other way around. It fetches
all experts linked to a specific competence. So, it matches each expert entity that “knows” the compe-
tence entity with the name “large language models”. The query result contains the name of each rele-
vant expert and therefore consists of “gerhard lerch”. The third query utilises the topic entities. As
mentioned, these correspond to domain-specific subject areas, represent a predefined search vocab-
ulary for the KG and add a coarse-grained abstraction layer for queries. In anticipation of long-term
use and thus an arguably large competency KG, this allows looking up and identifying desired terms
that encode experts and competencies in the graph. These terms then enable subsequent, more spe-
cific queries. Consequently, the third query fetches all competencies and experts related to a specific
topic. It matches every combination of expert and competence entity, where the latter is related to the
topic entity named “knowledge management” via “subsumes”. As a result, a single record comprising
the names “gerhard lerch” and “knowledge source maps” is returned.

Listing 11: Exemplary SQL/Cypher queries for the competency KG [150]

# fetch competencies for a specific expert
SELECT * FROM cypher(‘kg v1’, $%
MATCH (e:Expert{name: ‘gerhard lerch’})-[:knows]->(c)

RETURN c.name
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$$) as (c agtype);

# fetch experts for a specific competence

SELECT * FROM cypher(‘kg _v1’, $$
MATCH (e:Expert)-[:knows]->(c{name: ‘large language models’})
RETURN e.name

$$) as (e agtype);

# fetch competencies and experts for a specific topic
SELECT * FROM cypher(‘kg v1’, $%
MATCH (e:Expert)-[:knows]->(c)
<-[:subsumes]-(t:Topic{name: ‘knowledge management’})
RETURN e.name, c.name
$$) as (e agtype, c agtype);

The combination of a PostgreSQL database and Apache AGE allows performing complex SQL/Cypher
hybrid queries [97], [158]. These are allowed to be more advanced than the standard pattern already
shown (i.e. a simple SQL select statement with a Cypher function call). According to [158], such a
database system is able to process SQL statements where Cypher queries are embedded in Common
Table Expressions (CTEs), join clauses and arbitrary subqueries in general. Additionally, a single SQL
statement can join together multiple graphs retrieved via individual Cypher calls, which allows querying
them simultaneously. For the implemented graph and metadata storage of AutoCimKG this is useful
as well. In particular, this enables to simultaneously query a competency KG and the associated self-
contained metadata. The documents written by experts that work in a certain department could, for
example, be joined with the associated data sources in the metadata repository. This allows fetching
the full texts and persisted languages for these incorporated documents, e.g. for traceability reasons.

6.1.2. Automatic Construction of a Competency KG

The automatic construction of a competency KG with AutoCimKG requires certain preconditions (sim-
ilar to [68]). First off, the system (i.e. Python module “autocimkg”) is available for utilisation in a Python
script. One possibility is to work with an integrated development environment like PyCharm?®, create a
Jupyter Notebook and install the module in the Python environment (or make the code available in the
project). Inputs like unstructured, English-language documents (e.g. PDFs) and relational employee
master data (i.e. a comma-separated values file comprising name, status, department and company)
are stored in the project folder. Moreover, an out-of-the-box GPT-40 and text-embedding-3-large are
accessible over the network, including the availability of respective connection details. Furthermore,
the construction-specific configuration for the system is determined (e.g. the maximum number of com-
petencies extracted per document or the cosine similarity matching threshold for resource resolution).
Optionally, a lightweight ontology was designed that comprises desired competency subject areas and
relationship types (see Listing 5 for an example). Also optionally, a competency KG was constructed
previously, should be updated with new documents and is available as a domain object in the Jupyter

29 https://www.jetbrains.com/de-de/pycharm/ (accessed on 14.03.2025)
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Notebook. Here, the system was used either for KG construction immediately beforehand or to retrieve
the KG from a PostgreSQL and Apache AGE database.

Listing 12: Simplified OpenAl chat and embedding model creation [68], [159], [160], [161], [162]

»

openai_api key = “...

openai_llm model = ChatOpenAI(
api_key = openai_api_key,
model="gpt-40",
/...

model_kwargs={“response_format”: {“type”: “json_object”}}

openai_embeddings _model = OpenAIEmbeddings(
api_key = openai_api_key,
model="text-embedding-3-large”

)

The IT artefact necessitates a chat and embedding model to operate [68]. Listing 12 shows how cor-
responding Python domain objects for OpenAl's GPT-40 and text-embedding-3-large are created in an
exemplary manner (based on [68], [159], [160], [161], [162]). Here, the chat model is initialised with a
user-specific APl key (i.e. secret identifier for authentication and authorisation) and the model’'s name
(i.e. GPT-40). Furthermore, the LLM is configured to operate in JSON mode, which requires it to use
a JSON response format. This is needed for extracting structured information from unstructured text.
Section 5.1 explains how this is essential to AutoCimKG. In addition, parameters like the sampling
temperature (e.g. set to 0) may be set. Analogously, the embedding model is initialised with the user-
specific APl key and the name for the desired model (i.e. text-embedding-3-large). These domain ob-
jects, created in the used Jupyter Notebook, are the interfaces of AutoCimKG to the external LLMs.

Listing 13: Reading input documents [68], [163], [164], [165]

raw_documents = []
documents_to_fetch = [
(“../thesis.pdf”, [], ‘master thesis’)

for path_, exclude_pages, type_ in documents_to_fetch:

loader = PyPDFLoader(path_)
pages = loader.load_and split()
pages = [page for page in pages if page.metadata["page"]+1 not in exclude pages]
pages = [page.page_content.replace(“{*“, ‘[¢).replace(“}”, ‘]’°)

for page in pages]
head, tail = os.path.split(path )
raw_documents.append({‘name’: tail, €‘content’: pages,

‘extract_type’: type , ‘doc_type’: type })
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The input documents consumed for the KG assembly procedure need to be read from the workspace
[68]. The prototypical AutoCimKG builds on the PyPDFLoader to read and parse the unstructured,
English-language documents to be processed [68], [163], [164]. These documents (i.e. PDFs) either
form the basis for constructing a novel KG or extending the previously constructed competency KG.
Listing 13 shows the example of reading this thesis. As shown, AutoCimKG allows the definition of the
documents to be fetched [68]. Here, the path, pages that should be omitted and the file type are
needed. Then, all such definitions are processed one after another. The PyPDFLoader is applied to
read the specified document and split it into its pages. Subsequently, these pages, the file name and
type are stored in a list of raw documents. These are the basis for further use in the Jupyter Notebook.

Listing 14: Simplified, exemplary compression of input documents [68]

documents: list[Document] = []
document_distiller = DocumentsDistiller(llm_model=openai_1llm model)

for raw_document in raw_documents:

distilled doc = document distiller.distill(
documents = [“\n\n’.join(raw_document][ ‘content’])],
# list w/ one element per page => one-element list
document_type = raw_document[ ‘doc_type’],
output data structure = ScientificArticle

content = [f”{raw_document[ ‘doc_type’]}’s {key} - {value}”.replace(“{“, “[*)
.replace(“}”, “1”)
for key, value in distilled doc.items()
if value and value != [] and key != “authors”]
if not content: content = raw_document[ ‘content’]
authors = distilled _doc.get(“authors”) if “authors” in distilled_doc else []

document = Document(name = raw_document[ ‘name’],
doc_type = raw_document[ ‘doc_type’],
content = content,
authors = authors,
language = “eng”)

documents.append(document)

Optionally, the full-text input documents are rewritten into consolidated text blocks according to a user-
defined blueprint (as in [68]). Listing 14 shows the corresponding, simplified procedure. The Docu-
mentsDistiller is initialised with the previously created chat model domain object. Then, the list of raw
documents fetched beforehand is iterated through (each comprising name, content and type). As a first
step, the DocumentsDistiller is applied to semantically distil the desired information from the raw doc-

ument. This is based on the file type (e.g. “master thesis”) and a user-defined output structure that
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indicates the information to-be-extracted (e.g. title, abstract, keywords and authors). In fact, this mech-
anism can be applied to only extract the authors of the raw document. The submodule’s output, a
Python dictionary, is the semantic text chunk provided for subsequent KG creation and extension in-
stead of the full text. Therefore, this dictionary is transformed into an array-based representation that
lists the distilled sections (e.g. the title) individually. If no content was distilled, the full text is used as a
fallback option. Furthermore, the extracted authors are naturally not part of the semantic block but
separated. Finally, the list of refined documents is expanded with a document domain object that com-
prises name, type and fixed language as well as the determined content and authors.

Listing 15: Reading and pre-processing employee master data [166], [167], [168]

employees_df = pd.read_csv('../employee.csv', sep =";", header='infer')
employees_df['NAME'] \
= employees_df.apply(lambda employee:
employee[ 'SURNAME'] + " '
+ employee[ 'GIVENNAME '],
axis=1)

# resolution based on full, lowercase name
employees_df[ '"NAME_EMBEDDING'] \
= employees_df.apply(lambda employee:
np.array(openai_embeddings_model
.embed_query(employee[ "NAME'].lower())),
axis=1)

employees = [Employee(id_=empl[@], name=empl[1], name_embedding=empl[5],
company=empl[2], department=empl[3],
status=True if empl[4] == "active" else False)
for empl in zip(employees df['ID'],
employees_df[ 'NAME'],
employees_df[ 'COMPANY'],
employees_df[ 'DEPARTMENT'],
employees_df[ 'STATUS'],
employees_df[ '"NAME_EMBEDDING'])]

The relational employee master data consumed for KG construction and maintenance need to be read
from the workspace and pre-processed. The system processes a comma-separated values (CSV) file
that contains an identifier, a given name, a surname, a department, a company and an employment
status (“active” or “inactive”) for each employee. Accordingly, Listing 15 shows how such a master data
mock-up is fetched and pre-processed. First, pandas is used to read the file from the project folder into
a DataFrame [166], [167]. Then, the full, lowercase names and the previously created embedding
model domain object are used to calculate the employees’ text embeddings [166], [168]. This corre-
sponds to the resource standardisation and text embedding employed by AutoCimKG and is used to
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match authors to employees during KG assembly (see Subsection 5.2.1 and Subsection 5.2.4). Finally,
the pre-processed employee records are packed into a corresponding list of employee domain objects.

Listing 16: Performing KG construction and maintenance [2], [61], [68], [76], [130], [131], [132]

start_proc_ts = datetime.now()

lightweight_ont = Ontology(strict=False
topics=[{“knowledge management”: “integrated and syste-
matic approach to design and use the organiza-
tional knowledge base”}],
relations=[{“realise”: “the start entity represents the
achievement or materialisation of the end
entity”}])

autocimkg = AutoCimKGCore(llm_model = openai_llm_model,
embeddings_model = openai_embeddings_model)

kg, lightweight ont \
= autocimkg.build_graph(ontology = lightweight_ont,
documents = documents,
employees = employees,
domain = “financial supervisory domain”,
expert_threshold=0.8, ent_threshold = 0.8,
rel_threshold = 0.8, max_tries_isolated_entities=0)

log = autocimkg.log[@]

conf = autocimkg.conf[0]

agent = autocimkg.agent

chat_conf = autocimkg.llm model.model dump()
chat_conf['openai_api key'] = “”

emd_conf = autocimkg.embeddings model.model dump()
emd_conf[ 'openai_api_key'] = “*

end_proc_ts = datetime.now()

The AutoCimKGCore submodule of the system automatically builds an overall competency KG, based
on a list of input documents, a list of employees and construction-specific parameters. The core sub-
module of the system is initialised with the previously created domain objects of the chat and embed-
ding model (see Listing 16). Optionally, the desired lightweight ontology, guiding the KG construction,
is initialised as well (the used example is equal to the one from Listing 5). Then, the KG assembly
function, build_graph(), is called with all required parameters. It is based on a list of document domain
objects and a list of employee domain objects (both prepared as shown). Optionally, the function uses
a lightweight ontology and aligns the construction accordingly. Also optionally, it consumes a domain

object of an existing competency KG that is ultimately maintained with the novel documents and thus
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the newly built KG (not depicted in Listing 16). Additionally, the function requires a configurable domain
(e.g. “financial supervisory domain”) that is used in every LLM prompt to indicate the context in which
the model operates. Finally, it consumes construction-specific parameters. The shown examples set
the cosine similarity threshold for expert resolution, entity resolution and relationship resolution (e.g. to
“0.8”). Moreover, the system is told to allow competencies that are not related to other competencies
within a certain document (i.e. it does not enforce interconnection). Based on the configuration of the
build_graph() function, the KG assembly is performed. The system automatically processes document
after document and incrementally builds an overall competency KG. Connection issues or rate limita-
tions that hinder LLM-based text (or lightweight ontology) processing are handled in a fault-tolerant
way, skipping erroneous documents (and ontology-related operations). After KG assembly, the con-
structed (and possibly maintained) competency KG is available as a system domain object in the Ju-
pyter Notebook. The same goes for the (evolved) lightweight ontology, if employed. Moreover, self-
contained metadata is accessible. The comprehensive system logs, emitted by the submodule during
a distinct run, are accessible through a member variable and provided as a list of log domain objects
(i.e. timestamp, logger name, log level and message). Moreover, the applied build_graph(), chat model
and embedding model configurations are accessible through the submodule (encoded as Python dic-
tionaries). Its agent name (i.e. “AutoCimKG?”) is also available. It is required for the KG version infor-
mation, persisted in the metadata repository. Finally, such a record also necessitates the start and end
moments of the KG construction, which are considered by creating two respective timestamps.

6.1.3. Storage and Retrieval of a Competency KG and Associated Metadata

Storing and retrieving a competency KG and self-contained metadata are subject to specific prerequi-
sites. First off, the system (i.e. Python module “autocimkg”) is available for utilisation in a Python script,
as explained. Next, it is required that some agent has constructed or maintained a competency KG
with the system that is available as a property graph domain object in the employed Jupyter Notebook.
The same goes for the (evolved) lightweight ontology, if used to align the construction process. More-
over, associated, self-contained metadata that were consumed or produced during KG assembly are
available. In addition, a PostgreSQL and Apache AGE database is accessible over the network, in-
cluding the availability of respective connection details. Again, one possibility is to deploy the database
on the host machine with an Apache AGE/PostgreSQL Docker container [157].

Listing 17: Storing graph data and metadata in the database [10], [57], [58], [68]

HOST = "localhost™
PORT = 5432

DBNAME = "autocimkg"
USERNAME = "postgres"
PASSWORD = "postgres"
GRAPH = "kg_v1"

graph_integrator = GraphlIntegrator(host = HOST, port = PORT, dbname = DBNAME,
username = USERNAME, password = PASSWORD)

graph_integrator.write_graph(GRAPH, kg)
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metadata_integrator = Metadatalntegrator(host = HOST, port = PORT, dbname = DBNAME,
username = USERNAME, password = PASSWORD)

metadata_integrator.init_db()
metadata_integrator.create_kg version(
KnowledgeGraphVersion(kg_name=GRAPH, agent=agent,

start_proc_ts=start_proc_ts, end_proc_ts=end_proc_ts)

)

metadata_integrator.create_logs(kg name=GRAPH, logs=log)

metadata_integrator.create_ontology(kg name=GRAPH, ont=ont)

metadata_integrator.create_l1lm_config(kg_name=GRAPH, 1lm_config=chat_conf)

metadata_integrator.create_llm_config(kg_name=GRAPH, 1llm_config=emd_conf)

metadata_integrator.create_autocimkg config(kg name=GRAPH, autocimkg config=conf)

metadata_integrator.create_data_sources(documents=documents)

The Graphlintegrator and Metadatalntegrator enable reading and writing a competency KG as well as
associated metadata. Listing 17 shows an exemplary way of how these submodules are applied to
write respective data to the single, external database. First of all, connection details for the locally
hosted Apache AGE/PostgreSQL database are set. The database could be located under “lo-
calhost:5432”, while its name could be “autocimkg” and its credentials “postgres” and “postgres”. Then,
these connection details are used to initialise the Graphlintegrator submodule [68]. The applied
write_graph() function implicitly creates a named graph (e.g. “kg_v1”) in the connected database and
fills it with the previously assembled competency KG domain object. Thus, a distinct snapshot, respec-
tively full version, is persisted. Analogously, the submodule allows the retrieval of a KG snapshot and
deletion of a whole named graph. The Metadatalntegrator is also initialised with the specified database
connection details. In the beginning, the submodule is applied to initialise the schema of the metadata
repository by creating all needed tables. Here, it targets the “public’ schema by default but may be
adjusted if needed. The created tables cover KG versions, ontologies, system logs, data sources and
LLM as well as system configurations (as introduced in Section 5.4). Subsequently, the Metadatalnte-
grator is used to create an instance of the central data type, a KG version. An exemplary data element
is given by “kg_v1”, “AutoCimKG”, “2025-04-02 08:29:30.000000” and “2025-04-02 08:40:00.000000”
[130]. The agent’s name as well as the start and end timestamps of the KG construction are derived
from the KG assembly procedure (see Listing 16). The same holds for other self-contained metadata
associated with the respective snapshot of the competency KG. This concerns the produced system
logs as well as the applied build_graph(), chat model and embedding model configurations. If used,
also an associated lightweight ontology is available. Consequently, the Metadatalntegrator is applied
to write these data records and relate them to the created KG version. Furthermore, the submodule is
used to persist the processed documents in the external database as data sources. Analogously, the
Metadatalntegrator offers read and delete functions for all metadata elements.

6.2. Evaluation

The designed and developed AutoCimKG realises the targeted solution for the organisational use case

to a high degree. The software prototype represents an embeddable Python module that offers its
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functionality to a surrounding, Python-based application. It fundamentally builds on an existing, open-
source code base, called iText2KG. The chosen technology stack, regarding neighbouring systems,
enables Microsoft Azure-based cloud resource provision, anticipating self-hosted productive use by
the FMA. This manifests in the selection of the free-to-use and open-source PostgreSQL/Apache AGE
database and the commercial GPT-40 and text-embedding-3-large. These external, pre-trained LLMs
are integrated for end-to-end, semantic text processing through a dedicated submodule. This enables
the automatic and incremental construction of an overall competency KG (see Subsection 6.1.2) by
orchestrating the system’s respective submodules. The KG comprises distinct experts, authored doc-
uments, organisational units, extracted domain-specific competencies and possibly coarse-grained
subject areas across all inputs. These inputs are given by unstructured, English-language, textual doc-
uments, relational employee master data (i.e. name, status, department and company) and construc-
tion-specific parameters (e.g. cosine similarity thresholds). For the automatic construction of such a
KG, AutoCimKG extracts authors from text, matches them with employees and determines department
and company for each valid expert. Moreover, it extracts specialist entities from text that reflect central
knowledge and skills involved (i.e. encoding competencies), identifies relationships between them and
connects experts and attributable competencies. During the KG construction, the system implements
countermeasures to LLM hallucination. This is done by consistently checking received text processing
results against local elements (e.g. nodes in extracted relationships against the entities provided to the
chat model in the first place). Moreover, exceptions regarding LLM utilisation (e.g. rate limits or parsing
errors) are handled in a fault-tolerant manner. These are resolved by waiting, retrying and then resum-
ing with KG assembly after a user-defined number of attempts, skipping erroneous documents or other
affected operations. In addition to KG construction, AutoCimKG accommodates the continuous pro-
duction of documents by company employees. Thus, it offers to maintain an existing competency KG
with a batch of new documents, and subsequently with a new KG, incrementally. This merge mecha-
nism avoids similar and duplicate KG elements and applies minimal changes to the existing entities
and relationships. The latter is important, as the existing KG may be in a production-mature state.
Besides performing KG assembly, AutoCimKG integrates an external PostgreSQL/Apache AGE data-
base, again through a dedicated submodule. This allows the system to offer database access and an
interface to write and read a produced KG (see Subsection 6.1.3). As a result, querying such a per-
sisted competency KG serves to precisely answer questions about employee competencies. Thus, a
knowledge source map is realised and knowledge transparency is supported. This is based on graph-
orientated Cypher/SQL queries and an external database client (see Subsection 6.1.1). Additionally,
Apache AGE is able to perform complex hybrid queries to simultaneously process a competency KG
and the associated self-contained metadata. Building on Apache AGE, the chosen LLM framework
LangChain offers natural language KG question answering (see Section 4.3) by transforming such
questions into Cypher queries. Thus, this anticipates the utilisation of the KG via natural language in
productive use.

The IT artefact processes a lightweight ontology in accordance with the requirements. The LLM-based
KG construction optionally consumes a lightweight ontology (see Subsection 6.1.2). The latter allows
defining and describing domain-specific subject areas as well as relationship types. It then is used to
align the KG assembly with the company’s domain (expressed via the semantic schema). Thus, if
provided, subject areas are incorporated into the produced KG as coarse-grained topic entities by se-
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mantically relating them to subordinated competencies via the integrated LLM. This creates a prede-
fined search vocabulary in the KG. If the lightweight ontology is configured as strict, semantically in-
compatible competencies are filtered out based on the subject areas. Otherwise, new ontological sub-
ject areas are proposed by the utilised chat model, based on these incompatible competencies. More-
over, the system uses the connected LLM to replace extracted competency relationships with seman-
tically equivalent ontological relation types, if provided. These are also used to filter out semantically
incompatible relationships between specialist entities. Accordingly, enrichment, standardisation and
evolvement, as well as switching between filtering and ontology extension, is offered.

To foster traceability and accessibility, the software system manages comprehensive metadata. As
explained, the long-term use of the software system will arguably lead to numerous used LLMs, defined
artefact configurations, processed documents, applied ontologies and produced system logs. Moreo-
ver, many versions of different competency knowledge bases will be created. Thus, AutoCimKG offers
database access to read and write self-contained metadata (see Subsection 6.1.3). This concerns data
sources, KG versions, system logs and ontologies as well as LLM and system configurations. The
basis for the metadata repository is the neighbouring PostgreSQL/Apache AGE database, integrated
through a distinct system submodule. Furthermore, AutoCimKG supports snapshot-based KG version-
ing within the employed graph storage by applying Apache AGE’s internal processing logic. The crea-
tion, manipulation and deletion of entities and relationships over time by different actors and on the
basis of various sources are considered by the IT artefact. Consequently, it integrates statement-level
provenance information in the property graph during KG assembly. All nodes and edges embed data
sources, generation times, invalidation times and editors as respective properties. Additionally, all sys-
tem submodules perform fine-grained logging during their operation. This creates awareness about
each processing step (e.g. used parameters or intermediate results).

The prototypical AutoCimKG satisfies the specified quality requirements. It operates completely train-
ing-free, as a pre-trained LLM and a prompting-only strategy accommodate for the sparsity of repre-
sentative documents in the associated use case. As the software prototype represents the groundwork
for further development, the system has to anticipate changing business needs or technical require-
ments over time. This also includes changes in the operating environment and paves the way to pro-
duction maturity and embedment in the company infrastructure. Thus, the implementation of Auto-
CimKG focuses on modifiability and adaptability. In terms of modifiability, its self-sufficient, modular
building blocks encapsulate functionality, keep changes local and allow for replacement and extension
with new submodules. Adapting the LLM prompts, for example, only affects the respective submodule,
e.g. the EntitiesExtractor. Also, changes to the mentioned “protected” resources, i.e. predefined labels
and names for the KG, only concern the main AutoCimKGCore submodule. Complementarily, the
schema for the produced competency KG is as preliminary and adaptable as the one for the metadata
repository. Moreover, the IT artefact offers many configuration options. This includes the parametrisa-
ble build_graph() function, the optional ontology processing and document distillation (see Subsection
6.1.2). In terms of adaptability, the IT artefact allows swapping the integrated external systems. Not
only are the connection details for the PostgreSQL/Apache AGE database configurable (see Subsec-
tion 6.1.3), but other storage systems can be plugged in by locally changing the affected building blocks
(i.e. the Graphintegrator or Metadatalntegrator). Moreover, the employed LLMs can be swapped in a
modular way. Because at worst, only the used LangChain chat and embedding model domain objects
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and the LLMIntegrator need to be changed, as explained. Furthermore, the comparison of LLM ab-
straction frameworks even showed that other frameworks are also feasible. So, there is room for pos-
sible adaptations, indeed. To complete the fulfilment of the quality requirements, the system also takes
data protection into account. As required, data consumed does not leave the company (i.e. the FMA)
using AutoCimKG. This is achieved through the selection of the PostgreSQL/Apache AGE database
as well as the LLMs GPT-40 and text-embedding-3-large. All these external systems can be hosted in-
house for productive use, achieved by their compatibility with Microsoft Azure (as this is used for cloud
resource provision by the FMA). Furthermore, OpenAl states to not train their LLMs on processed
inputs or outputs when using the commercial API (see Section 4.3). Thus, input data of the IT artefact
is also not further processed by other institutions.

The IT artefact focuses on the text- and LLM-based KG assembly but anticipates future downstream
tasks mentioned in the organisational use case. The KG built by the system is persisted in a Post-
greSQL/Apache AGE database, which thus represents a shared access point for it (e.g. within an or-
ganisation’s intranet). Therefore, some webpage in the organisation’s intranet, for example, is able to
retrieve the persisted competency KG from the database and visualise it. To enable interactive user
adjustments of the displayed KG in this context, the system realises fact-level provenance and a KG
versioning strategy. This allows tracking modifications, additions and removals. The system also takes
the integration of additional data sources into account. Again, fact-level provenance allows tracking
origins of KG elements, and self-contained data sources in the metadata repository allow persisting all
used sources. This anticipates both new input data for the KG assembly performed by AutoCimKG and
external sources incorporated into the KG by third parties. The choice of Apache AGE, in combination
with PostgreSQL, also enables KG analytics. As the Apache AGE documentation shows [142], it allows
performing Cypher/SQL hybrid queries, using predefined, computation-orientated query functions and
creating Cypher-infused PL/pgSQL functions. Without delving into specifics, this is a promising basis.
The same holds for the anticipation of a graph-based recommender system for internal documents.
Such a system is enabled by the content of the produced competency KG and the implemented snap-
shot-based versioning. The latter allows for deriving arbitrary versions from an assembled KG and
persisting these distinct snapshots in the database, accommodating for different tasks. With regard to
the considered recommendation system, this allows deriving a bipartite user-item graph from a com-
petency KG to train such a system [84]. All information needed for a collaborative- or content-based
recommender system is encoded in the produced KG [84]. The KG associates experts (i.e. users) with
authored documents (i.e. items) [84]. Moreover, fact-level provenance in associated competencies, in
particular the document reference in the contained origin set, allows fetching topics that subsume them.
Thus, the connection between domain-specific subject areas and documents is derivable. These can
be used as keywords in the bipartite user-item graph [84]. Again, this is a general foundation for the
concerned downstream task.

The implemented software prototype offers potential for improvements with regard to its production
maturity and subsequent research. As demonstrated (see Section 6.1), AutoCimKG represents a re-
usable Python module, and clearly no embedment in a standalone application takes place. It solves
fragmented parts of the organisational use case. Thus, it lacks full automation in that sense. The indi-
vidual parts of the system, e.g. KG assembly, in themselves operate in an automatic manner, but the
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system as a whole doesn’t. This is also connected to the outstanding integration into the IT infrastruc-
ture of the company, as the latter affects the supply with input data and the storage of output data. A
neighbouring file storage is mocked with local, exemplary documents in the workspace. The same goes
for employee master data from a relational database (server) within the organisation that is mocked
with a preliminary CSV in the workspace. As AutoCimKG was not meant to be of production-grade but
rather have the character of a functional prototype, all these shortcomings are within the defined re-
quirements. Appropriately, these are part of further research and development. This also applies to
other improvement potentials. As mentioned throughout the explanation of AutoCimKG, it may encoun-
ter rate limits during LLM usage. In fact, this also applies to context window limitations, depending on
the length of the processed documents. As of now, chunking needs to be done manually when fetching
the documents from the workspace (see Subsection 6.1.2). This is an aspect that could be incorporated
and automated in future versions of the IT artefact. Besides missing a chunking mechanism, the KG
assembly procedure performs entity and relationship resolution solely based on the cosine similarity of
embedded names (and labels). Complementing or replacing this with a more sophisticated resolution
of equivalent KG elements could enhance AutoCimKG. As the system already integrates LLMs for
semantic text processing anyway, their utilisation for this purpose may be explored as well. Moreover,
the KG assembly procedure relies on English-language data in its current version. This concerns the
LLM prompts and the predefined KG resources (i.e. labels and names). Also, clearly the resolution of
similar elements in different languages is not supported (as it is based on text embeddings). Conse-
quently, the support for arbitrary languages is subject to future work. Although a complex topic, this
could roughly take the direction of either translating all input data to a single language or implementing
multi-language support. The latter may incorporate a language recognition and automatically lead to
different, predefined KG resources being used and to LLM prompts that instruct the model to operate
within the given language. In terms of the neighbouring GPT-40 and text-embedding-3-large as well as
the PostgreSQL/Apache AGE database, their non-European origin goes against the preference for
European technologies. This also applies to the incorporated LLM abstraction framework LangChain.
However, the employed technology stack represents a coherent combination with regard to more cru-
cial aspects (see Section 4.3). Furthermore, it is of exemplary nature and can be readily adjusted, as
already explained.

The realised quality assurance, ontological alignment and metadata management show limitations and
opportunities for refinement in view of future work. In terms of the implemented quality assurance
measures, AutoCimKG omits KG statement validation and completion that could improve the accuracy
and coverage of a (large-scale) competency KG. Moreover, no validation schema for consistent struc-
tural conformance of the produced KG is integrated. These measures could be encapsulated in a new
quality assurance submodule and incorporated into the Python module. This is supported by the sys-
tem’s modular architecture. A human-in-the-loop is only anticipated, as the persisted KG in the data-
base can be checked by an arbitrary employee to ensure correctness and trustworthiness. Further-
more, the implemented metadata management, in particular the fact-level provenance information,
may be refined. The embedded provenance properties for nodes and edges (set of origins, set of
agents, generation timestamp and invalidation timestamp) don’t encode a chronological history (see
Subsection 6.1.1). This is required to track, for example, which origins were incorporated into a specific
KG resource at certain moments in time. Thus, this is a promising direction to be explored. In the same

way, a kind of meta-provenance is imaginable. This validation layer above the mentioned fact-level
68



provenance could then encode provenance about it (e.g. which agent set the current generation and
invalidation timestamps). Besides the inclusion of fact-level metadata, the assembled KG is also en-
riched by the incorporation of an ontology, as introduced (see Subsection 6.1.2). The latter is deliber-
ately labelled as lightweight because it only allows defining targeted subject areas and relation types
but intentionally spares out aspects like entity types and their allowed interconnection. E.g., compe-
tence entities labelled as a “Data_Structure” are only allowed to be related to entities of the type “In-
strument” via “realise” (see the exemplary KG in Subsection 6.1.1). Thus, the processed lightweight
ontology could be extended accordingly. This could be used, for example, to filter out incompatible
relationships between certain competency types. The requirements regarding the targeted ontology
management also contain these aspects. Thus, they represent a refinement opportunity. The same
goes for the automatic, LLM-based evolvement of ontological relationship types. Currently, AutoCimKG
offers to propose new ontological subject areas for semantically incompatible, extracted competencies
(if parametrised accordingly, otherwise filtering is performed). On the contrary, relation types are used
to always filter out semantically incompatible relations between competencies. So, it could alternatively
offer to propose new ontological relation types based on these.
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7. Conclusion

This thesis proposes the novel AutoCimKG, a training-free and automatic KG construction and incre-
mental maintenance approach. The prototypical IT artefact consumes unstructured documents as well
as relational employee master data and produces an overall, concise and relevant KG. The latter en-
codes internal experts and their competencies, enabling access and utilisation (e.g. through querying).
This realises a knowledge source map and supports knowledge transparency in an organisation, such
as the Austrian FMA. To accomplish the automated creation and upkeep of such a KG, AutoCimKG
performs unified text processing. This is done by using off-the-shelf LLMs for several tasks to be com-
pleted in this context (e.g. the elicitation of implicit competencies, represented by applied knowledge
and skills). The graph-based knowledge source map is storable in a database system, which makes it
a focal point for a spectrum of anticipated downstream activities (e.g. interactive visualisation, recom-
mendation or analytics) and a step towards a system for knowledge management. However, the pro-
totypical implementation lacks full-featured, end-to-end automation and embedment in the IT infra-
structure of the company at hand. Nevertheless, AutoCimKG anticipates self-hosted productive use
and lays the foundation for subsequent research and development. Therefore, this thesis accomplishes
its research goal and the IT artefact realises the targeted solution for the organisational use case to a
high degree. Furthermore, the proposed AutoCimKG allows to answer the research question of this
thesis. It shows how ready-to-use LLMs can be harnessed in a prompt-based fashion for a spectrum
of KG assembly tasks. Here, the engineering of effective prompts allows instructing such a language
model to solve specific problems in the context of text processing (e.g. ontological alignment). This is
encapsulated in a surrounding, deployable Python module that manages and automates the creation
and upkeep of an overall competency KG based on the input data. In general, the research undertaking
was shaped by the real-life use case of the Austrian FMA and the academic state of the art. Based on
derived requirements and existing resources, evolutionary prototyping allowed realising AutoCimKG.
Then, the demonstration that was carried out showed the efficacy of the prototype and produced KG
to solve selected parts of the organisational problem. The performed lightweight evaluation derived
improvement potentials for the artefact under development to inform further future work.

The results and findings of this thesis help to solve a practical problem and represent a novel scientific
contribution. In the context of knowledge management in general (see Section 2.1), the produced com-
petency KG substantiates the idea of realising a knowledge source map as a machine-processable
KG. Moreover, this opens up the possibility of creating and continuously maintaining such a map in an
automated and thus more cost-effective manner [3]. As shown, a graph-based knowledge source map
additionally allows performing various downstream tasks such as visualisation, recommendation or
analytics (see Sections 2.2 and 2.4). Therefore, this thesis and the developed IT artefact contribute to
the improvement of knowledge transparency in general [2] and to the automatic creation and upkeep
of a respective knowledge source map in particular [3], [4]. With respect to the state of the art in KG
construction (see Section 2.4), AutoCimKG positions itself amongst other approaches as a novel ad-
dition for the field. This is achieved by encapsulating as well as automating many KG construction
tasks, employing LLM-based text processing and offering incremental maintenance. This is also sup-
ported by assembling an overall KG across inputs, expert determination, lightweight ontology pro-
cessing, and comprehensive metadata management. However, the software prototype is subject to
limitations and possible refinements with regards to the derived requirements, as shown in Section 6.2.
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On a more general level, the descriptive demonstration and lightweight evaluation presented in this
thesis limit the significance of its contribution and require cautious generalisation. This applies to both
the theoretical and practical implications, although the outlined results and findings are promising.
Therefore, a more profound assessment is necessary to substantiate them (discussed in Section 1.3).
This includes a systematic and quantitative review of AutoCimKG’s construction and maintenance ca-
pabilities, although an all-encompassing benchmark is yet to come [10]. Furthermore, resource limita-
tions of the research undertaking resulted in an artificial, formative evaluation that targeted improve-
ment potentials with respect to the software requirements [23], [25]. Thus, a naturalistic, comprehen-
sive evaluation is required [23], [25]. This would allow evaluating how well the LLM-based KG con-
struction and maintenance work under real conditions and also to what extent the KG is useful in prac-
tice. Here, a suggestion for future work is to put AutoCimKG into use in an organisation (e.g. the FMA)
and apply the produced competency KG to identify internal experts and their competencies. This could
take the form of a qualitative survey, which is then analysed [23], [25]. The derived insights could further
inform subsequent research and development.

The research conducted in this thesis creates the basis for possible future work. Besides the imple-
mentation of all unrealised software requirements, the most notable subsequent step is to achieve full,
end-to-end automation. The prototypical AutoCimKG represents a reusable Python module, whose
individual parts, e.g. KG assembly, operate automatically. This also connects to the lacking embed-
ment into the IT infrastructure of the company at hand, which affects the supply with input data and the
storage of output data. In future work, the developed software system may be embedded into a self-
contained, fully automated application ready to be applied in a company. A possible approach, for
example, could be that such an application resides in the intranet and pulls data from a file server and
a relational database. Alternatively, input data could be actively pushed onto it. Other in-house neigh-
bouring systems would be an LLM and a corresponding database for the output data. As the imple-
mentation of AutoCimKG facilitated modifiability and adaptability, it represents an extensible foundation
for such an effort. As mentioned, a more profound assessment of AutoCimKG and the resulting com-
petency KG is recommended as future work. In this context, a systematic, quantitative performance
review and a naturalistic, qualitative evaluation in a corporate context were discussed. Such a thorough
assessment could also be the basis for evaluating the chosen, exemplary technology stack (e.g. a
performance-based comparison of different LLMs) or for systematically refining the applied LLM
prompts (e.g. the extraction of representative knowledge and skills from text). This is also linked to
overcoming the challenges associated with the use of LLMs (as discussed in Section 2.3). AutoCimKG
processes a user-defined, semantically enriched schema in the context of the KG assembly procedure,
referred to as a lightweight ontology or semantic schema (as explained and covered in Sections 3.1
and 5.3). The implemented schema processing can be seen as a first step towards a more full-fledged
approach in the future [10]. As discussed in Section 2.2, a proper ontology can be employed to describe
the semantics of a KG in a rich way and facilitate its interoperability [5], [6], [10]. Its relevance for
AutoCimKG was also mentioned, as such an ontology benefits the anticipated downstream tasks (e.g.
the integration of additional data sources) or even other systems involved in their accomplishment. The
latter could be, for example, an application for interactive visualisation that needs to read, interpret and
write a competency KG. Therefore, a possible direction for future work is to develop a proper KG on-
tology and realise comprehensive ontology management in the context of KG construction and mainte-

nance (as hinted in Section 2.4) [10]. Since AutoCimKG already anticipates several downstream tasks
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(see Section 6.2), these could be part of subsequent research and development. In particular, this
concerns the incorporation of additional data sources, the interactive visualisation of the assembled
KG and its utilisation with natural language instead of queries. Moreover, graph analytics or a recom-
mender system based on the produced KG represent future research directions.
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Appendix A: Documentation of the Systematic Literature Search

Number | Database

Query?

Results

Comment

1 Scopus

"Semantic Network"

6868

Very general, further re-
striction necessary

2 Scopus

("Semantic Network Construction”
OR "Semantic Network Generation"
OR "Semantic Network Population”
OR "Semantic Network Creation"
OR "Semantic Network Enrich-
ment" OR "Semantic Network Re-
finement")

31

Analysis

3 Scopus

"Knowledge Graph"

27101

Very general, further re-
striction necessary

4 Scopus

("Knowledge Graph Construction”
OR "Knowledge Graph Generation"
OR "Knowledge Graph Population”
OR "Knowledge Graph Creation"
OR "Knowledge Graph Enrichment"
OR "Knowledge Graph Refine-
ment")

1662

General, further

striction useful

re-

5 Scopus

("Knowledge Graph Construction"
OR "Knowledge Graph Generation"
OR "Knowledge Graph Population”
OR "Knowledge Graph Creation"
OR "Knowledge Graph Enrichment"
OR "Knowledge Graph Refine-
ment") AND ( "Automatic" OR "Au-
tomated" OR "Generative" OR
"LLM" OR "Large Language Model"
OR "Language Model" OR "Deep
Learning" OR "Deep Neural Net-
work")

626 and
145 pre-
prints

Analysis

' https://service.elsevier.com/app/answers/detail/a_id/34325/ (accessed on 22.05.2025)
2 All these loose-phrase queries target the title, abstract and keywords



6 Scopus "Enterprise Knowledge Graph" 120 and | Analysis
7 pre-
prints
7 Scopus "Knowledge Base" 75477 Very general, further re-
striction necessary
8 Scopus ("Knowledge Base Construction" | 923 General, further re-
OR "Knowledge Base Generation" striction useful
OR "Knowledge Base Population"
OR "Knowledge Base Creation" OR
"Knowledge Base Enrichment" OR
"Knowledge Base Refinement")
9 Scopus ("Knowledge Base Construction" | 285 and | Analysis
OR "Knowledge Base Generation" | 56 pre-
OR "Knowledge Base Population" | prints
OR "Knowledge Base Creation" OR
"Knowledge Base Enrichment" OR
"Knowledge Base Refinement")
AND ( "Automatic" OR "Automated"
OR "Generative" OR "LLM" OR
"Large Language Model" OR "Lan-
guage Model" OR "Deep Learning"
OR "Deep Neural Network")
10 Scopus "Named Entity Recognition" 11573 Very general, further re-
striction necessary
11 Scopus "Named Entity Recognition" AND ( | 4639 Very general, further re-
"Automatic" OR "Automated" OR striction necessary
"Generative" OR "LLM" OR "Large
Language Model" OR "Language
Model" OR "Deep Learning" OR
"Deep Neural Network")
12 Scopus "Relation Extraction” 6255 Very general, further re-
striction necessary
13 Scopus "Relation Extraction" AND ("Auto- | 2234 General, further re-

matic" OR "Automated" OR "Gener-
ative" OR "LLM" OR "Large Lan-
guage Model" OR "Language

striction useful




Model" OR "Deep Learning" OR
"Deep Neural Network™)

14 Scopus "Named Entity Recognition" AND | 417 and | Analysis
"Relation Extraction" AND ("Auto- | 111 pre-
matic" OR "Automated" OR "Gener- | prints
ative" OR "LLM" OR "Large Lan-
guage Model" OR "Language
Model" OR "Deep Learning" OR
"Deep Neural Network™")
15 Scopus "Joint Extraction” AND ("Automatic" | 196 and | Analysis
OR "Automated" OR "Generative" | 12 pre-
OR "LLM" OR "Large Language | prints
Model" OR "Language Model" OR
"Deep Learning" OR "Deep Neural
Network")
16 Scopus "Relation Triplets Extraction" 27 and | Analysis
10 pre-
prints
17 Scopus “Knowledge Acquisition” 42408 Very general, further re-
striction necessary
18 Scopus “‘Knowledge Acquisition” AND ("Au- | 4408 Still too general for a thor-
tomatic" OR "Automated" OR "Gen- ough analysis, thus a brief
erative" OR "LLM" OR "Large Lan- review based on rele-
guage Model" OR "Language vance and highest cita-
Model" OR "Deep Learning" OR tions. As other relevant
"Deep Neural Network™") publications are predomi-
nantly from recent years,
it is justifiable to limit the
publication date. Between
2017 and 2025 there are
1996 publications and
308 preprints
19 Scopus “‘Knowledge Refinement” 258 General, further re-
striction useful
20 Scopus “‘Knowledge Refinement” AND | 51 and | Analysis
("Automatic" OR "Automated" OR | 9 pre-
"Generative" OR "LLM" OR "Large | print

Language Model" OR "Language

Xi



Model" OR "Deep Learning" OR
"Deep Neural Network™)

21 Scopus “Knowledge Evolution” 600 General, further re-
striction useful
22 Scopus “Knowledge Evolution” AND ("Auto- | 50 and | Analysis
matic" OR "Automated" OR "Gener- | 15 pre-
ative" OR "LLM" OR "Large Lan- | prints
guage Model" OR "Language
Model" OR "Deep Learning" OR
"Deep Neural Network™")
23 Scopus "Knowledge Extraction" 6468 Very general, further re-
striction necessary
24 Scopus “‘Knowledge Extraction” AND ("Au- | 1698 Still too general for a thor-
tomatic" OR "Automated" OR "Gen- ough analysis, thus a brief
erative" OR "LLM" OR "Large Lan- review based on rele-
guage Model" OR "Language vance and highest cita-
Model" OR "Deep Learning" OR tions. As other relevant
"Deep Neural Network") publications are predomi-
nantly from recent years,
it is justifiable to limit the
publication date. Between
2017 and 2025 there are
1156 publications and
260 preprints
25 Scopus "Knowledge Graph Completion" | 206 and | Analysis
AND ( "Generative" OR "LLM" OR | 91 pre-
"Large Language Model" OR "Lan- | prints

guage Model")
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Appendix B: Constraints

C-1: The system shall produce a knowledge graph as the core semantic representation
C-2: The system shall use a pre-trained large language model for text processing

C-3: The system shall be implemented using Python as the central programming language
C-4: The system shall anticipate Microsoft Azure for resource provision

C-5: The system shall preferably use European technologies
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Appendix C: Functional Requirements

FR-1: The system shall support documents as input

1 FR-1.1: The system shall support unstructured text as input

[0 FR-1.2: The system shall process English-language texts

[ FR-1.3: The system should support arbitrary languages

FR-2: The system shall support employee base data as input

[ FR-2.1: The system shall support relational master data as input

[0 FR-2.2: The system shall process name, status, department and company of an employee rec-
ord

FR-3: The system shall automatically construct a competency knowledge graph

0 FR-3.1: The system shall automatically extract authors from text

1 FR-3.2: The system shall automatically match authors with employees to determine valid ex-
perts

1 FR-3.3: The system shall automatically determine department and company of an expert

[0 FR-3.4: The system shall automatically extract specialist entities from text that reflect central
knowledge and skills involved (i.e. representing competencies)

[0 FR-3.5: The system shall automatically identify relationships between specialist entities in text

[ FR-3.6: The system shall automatically identify relationships between experts and attributable
specialist entities

1 FR-3.7: The system shall automatically integrate entities and relationships to an overall
knowledge graph (i.e. distinct experts, competencies and organisational units across all inputs)

FR-4: The system shall incrementally maintain a competency knowledge graph

[0 FR-4.1: The system shall be able to automatically merge a newly created knowledge graph
with an existing knowledge graph (i.e. avoiding duplication and resolving similarities)

[J FR-4.2: The system shall apply minimal changes to the existing entities and relationships dur-
ing the merge operation

FR-5: The system shall support ontology management

1 FR-5.1: The system shall support a lightweight ontology as optional input

FR-5.2: The lightweight ontology shall optionally comprise desired subject areas

FR-5.3: The lightweight ontology shall optionally comprise desired relationship types

FR-5.4: The system shall, if provided, incorporate ontological subject areas into the knowledge

graph as coarse-grained topic entities by semantically relating them to subordinated specialist

entities

1 FR-5.5: The system shall, if provided, replace extracted relationships between specialist enti-

Oo0od

ties with semantically equivalent ontological relationship types

1 FR-5.6: The system shall, if provided, filter out semantically incompatible specialist entities
based on ontological subject areas

I FR-5.7: The system shall, if provided, filter out semantically incompatible relationships between
specialist entities based on ontological relationship types

1 FR-5.8: The system shall, if provided, propose new ontological subject areas based on seman-
tically incompatible specialist entities
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1 FR-5.9: The system should, if provided, propose new ontological relationship types based on
semantically incompatible relationships between specialist entities

1 FR-5.10: The system shall support switching between semantic filtering and ontology evolve-
ment

[l FR-5.11: The lightweight ontology should optionally comprise desired relationships between
certain specialist entity types

[ FR-5.12: The system should, if provided, filter out incompatible relationships between specialist
entities based on ontological type-specific relationships

FR-6: The system shall implement metadata management

[0 FR-6.1: The system shall offer database access to read and write metadata (i.e. at least about
data sources, knowledge graph versions, system logs as well as used ontologies, large lan-
guage model and system configurations)

[1 FR-6.2: The system shall integrate provenance information in the knowledge graph (i.e. at least
sources, generation times, invalidation times and editors regarding entities and relationships)

[ FR-6.3: The system shall support snapshot-based knowledge graph versioning

[0 FR-6.4: The system shall implement comprehensive logging during knowledge graph construc-
tion and maintenance

FR-7: The system shall support knowledge graph storage as output

1 FR-7.1: The system shall offer database access to read and write knowledge graphs

[0 FR-7.2: The system shall support query-based utilisation of the knowledge graphs

0 FR-7.3: The system should anticipate natural language question answering based on the
knowledge graph

FR-8: The system shall incorporate quality assurance measures

1 FR-8.1: The system shall implement countermeasures to large language model hallucination
during knowledge graph construction and maintenance

1 FR-8.2: The system should offer knowledge graph statement validation

[0 FR-8.3: The system should offer knowledge graph statement completion

[0 FR-8.4: The system should integrate a validation schema for consistent structural conformance
during knowledge graph construction and maintenance

[l FR-8.5: The system should allow human-in-the-loop validation

FR-9: The system should anticipate knowledge graph visualization

FR-10: The system should anticipate interactive user adjustments of the knowledge graph

FR-11: The system should anticipate a graph-based recommender system

FR-12: The system should anticipate the integration of additional data sources in the knowledge

graph

FR-13: The system should anticipate the application of knowledge graph analytics
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Appendix D: Quality Requirements

QR-1: The system shall avoid data-intensive training as representative documents are sparse
QR-2: The system shall ensure that data consumed do not leave the company

QR-3: The system shall ensure that data consumed are not further processed by other institutions
QR-4: The system shall be designed to foster modifiability (e.g. regarding configurable use and
easy change)

B QR-5: The system shall be designed to foster adaptability (e.g. regarding swappable external sys-
tems)

B QR-6: The system shall implement fault tolerance during knowledge graph construction and
maintenance
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Appendix E: Usage Scenarios

Answer employee competency questions with the produced knowledge graph

Initial setting: The user has constructed or maintained a competency knowledge graph with the
system (i.e. Python module “autocimkg”). Optionally, an ontology was used in the process, and
coarse-grained topic entities were added to the resulting knowledge graph. The system was used
to store the produced data in the in-house, Microsoft Azure-hosted PostgreSQL/Apache AGE data-
base. The user has started an arbitrary, external database client, e.g. the terminal-based psql®, to
perform queries.

Flow of events: The user chooses an in-house expert of interest and writes a SQL-embedded Cy-
pher query that matches all (specialist) entities connected to that “:Expert” with a “:.knows” relation-
ship. The query result then represents all competencies associated with the expert of interest. If
needed, documents written by the expert can also be queried. Optionally, coarse-grained topic en-
tities can also be fetched. Vice versa, finding experts based on “:Document”, “:Topic” or compe-
tency entities is possible analogue to this approach.

Exceptions: The in-house expert, document, topic or competency is not available in the
knowledge graph, maybe because it was not yet featured in a respective input. The user would just
get an empty result set. Or the user searches for a certain competency and does not know how it
is coded in the knowledge graph. Diverting to the coarser topics (which are known precisely in ad-
vance due to the associated ontology) and searching for connected competencies or experts
solves this issue.

Additional context: The queried competency knowledge graph represents a distinct and chosen
version. This can be readily switched by adapting the query.

System completion state: The competency knowledge graph is unchanged. The employee com-
petency question is answered.

Requirements: FR-7.2 and C-1

Automatic construction of a competency knowledge graph

Initial setting: The system (i.e. Python module “autocimkg”) is available for utilisation in a Python
script. One way for the user is to work with an integrated development environment like PyCharm?,
create a Jupyter Notebook® and install the module in the Python environment (resp. make the code
available in the project). Inputs like unstructured, English-language documents (e.g. PDFs) and
relational employee master data (i.e. a CSV file comprising name, status, department and com-
pany) are stored in the project folder. An out-of-the-box, in-house GPT-40 (and text-embedding-3-
large) is hosted with Microsoft Azure and available over the company intranet. Construction-spe-
cific configuration is determined (e.g. the maximum number of competencies to be extracted per
document or the cosine similarity matching threshold for resource resolution).

3 https://www.postgresql.org/docs/current/app-psql.html (accessed on 12.03.2025)
4 https://www.jetbrains.com/de-de/pycharm/ (accessed on 14.03.2025)
5 https://jupyter.org/ (accessed on 14.03.2025)
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B Flow of events: The user initialises the OpenAl chat and embedding model in the Jupyter Note-
book with respective connection parameters. The PyPDFLoader® is used to read and parse the
documents from the project folder. Optionally, the user applies the system’s document distillation
module to compress the documents to semantic blocks or extract the document’s authors from
text. Documents are transformed to a list of system domain objects by the user. Accordingly, the
employee master data are read from the project folder and transformed to a list of system domain
objects. The user initialises the core submodule of the system with the large language models and
starts the knowledge graph construction (based on the documents, employee master data and the
determined configuration). The system automatically processes document after document and in-
crementally builds an overall competency knowledge graph. For every document, the system ex-
tracts local competencies from text and merges them with global entities. Subsequently, the sys-
tem determines local competency relationships in the text and merges them with global relations.
Finally, authors of the document are matched against employee master data by the system, and
determined experts get related to respective competencies. Additionally, respective organisational
units of each determined expert and authored documents are added as entities as well.

B Exceptions: There are connection issues or rate limitations that hinder large language model text
processing for individual documents. This is resolved by fault-tolerant exception handling by the
system itself, skipping erroneous documents.

B Additional context: During knowledge graph construction, the system internally applies cosine
similarity-based entity and relationship resolution to foster distinct nodes and edges. Furthermore,
the system tries to prevent large language model hallucinations by checking extracted competency
relationships against previously extracted competencies (i.e. stopping competency invention).
Along the whole knowledge graph construction, the system performs fine-grained logging for each
processing step and enriches all entities as well as relationships with embedded (provenance-re-
lated) metadata (i.e. generation and invalidation timestamp, editors and origins).

B System completion state: The constructed competency knowledge graph is available as a sys-
tem domain object in the Jupyter Notebook. Metadata (e.g. the emitted logs or used configuration)
are accessible through the system.

B Requirements: FR-1, FR-2, FR-3, FR-6.2, FR-6.4, FR-8.1, QR-1, QR-2, QR-3, QR-4, QR-6, C-1,
C-2,C-3and C-4

Automatic construction of an ontology-quided competency knowledge graph

B Initial setting: The system (i.e. Python module “autocimkg”) is available for utilisation in a Python
script. One way for the user is to work with an integrated development environment like PyCharm,
create a Jupyter Notebook and install the module in the Python environment (resp. make the code
available in the project). Inputs like unstructured, English-language documents (e.g. PDFs) and
relational employee master data (i.e. a CSV file comprising name, status, department and com-
pany) are stored in the project folder. An out-of-the-box, in-house GPT-40 (and text-embedding-3-
large) is hosted with Microsoft Azure and available over the company intranet. Construction-spe-
cific configuration is determined (e.g. the maximum number of competencies to be extracted per

6 https://python.langchain.com/api_reference/community/document_loaders/langchain_community.document_loaders.pdf.Py
PDFLoader.html (accessed on 15.03.2025)
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document or the cosine similarity matching threshold for resource resolution). The user has de-
signed a lightweight ontology comprised of desired competency subject areas and/or relationship
types.

B Flow of events: The user initialises the OpenAl chat and embedding model in the Jupyter Note-
book with respective connection parameters. The PyPDFLoader is used to read and parse the
documents from the project folder. Optionally, the user applies the system’s document distillation
module to compress the documents to semantic blocks or extract the document’s authors from
text. Documents are transformed to a list of system domain objects by the user. Accordingly, the
employee master data are read from the project folder and transformed to a list of system domain
objects. The user initialises the core submodule of the system with the large language models and
starts the knowledge graph construction (based on the lightweight ontology, documents, employee
master data and the determined configuration). The system automatically processes document af-
ter document and incrementally builds an overall competency knowledge graph. For every docu-
ment, the system extracts local competencies from text and merges them with global entities. If
specified in the lightweight ontology, subject areas are semantically related to extracted competen-
cies and integrated as coarse-grained topic entities. Depending on the system configuration, out-
of-distribution competencies are either filtered out or used to create new ontological subject areas.
Subsequently, the system determines local competency relationships in the text and merges them
with global relations. If specified in the lightweight ontology, relationship types are semantically re-
lated to extracted competency relationships and serve as a canonical replacement. Out-of-distribu-
tion competency relationships are dropped. Finally, authors of the document are matched against
employee master data by the system, and determined experts get related to respective competen-
cies. Additionally, respective organisational units of each determined expert and authored docu-
ments are added as entities as well.

B Exceptions: There are connection issues or rate limitations that hinder large language model text
or lightweight ontology processing for individual documents. This is resolved by fault-tolerant ex-
ception handling by the system itself, skipping erroneous documents and ontology-related opera-
tions.

B Additional context: During knowledge graph construction, the system internally applies cosine
similarity-based entity and relationship resolution to foster distinct nodes and edges. Furthermore,
the system tries to prevent large language model hallucinations by checking extracted competency
relationships against previously extracted competencies (i.e. stopping competency invention). This
also applies to ontology-related operations. Along the whole knowledge graph construction, the
system performs fine-grained logging for each processing step and enriches all entities as well as
relationships with embedded (provenance-related) metadata (i.e. generation and invalidation
timestamp, editors and origins).

B System completion state: The constructed competency knowledge graph and the (evolved) light-
weight ontology are available as system domain objects in the Jupyter Notebook. Metadata (e.g.
the emitted logs or used configuration) are accessible through the system.

B Requirements: FR-1, FR-2, FR-3, FR-5, FR-6.2, FR-6.4, FR-8.1, QR-1, QR-2, QR-3, QR-4, QR-6,
C-1,C-2,C-3and C-4

Incremental maintenance of a competency knowledge graph
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B Initial setting: The system (i.e. Python module “autocimkg”) is available for utilisation in a Python
script. One way for the user is to work with an integrated development environment like PyCharm,
create a Jupyter Notebook and install the module in the Python environment (resp. make the code
available in the project). Inputs like unstructured, English-language documents (e.g. PDFs) and
relational employee master data (i.e. a CSV file comprising name, status, department and com-
pany) are stored in the project folder. An out-of-the-box, in-house GPT-40 (and text-embedding-3-
large) is hosted with Microsoft Azure and available over the company intranet. Construction-spe-
cific configuration is determined (e.g. the maximum number of competencies to be extracted per
document or the cosine similarity matching threshold for resource resolution). The user has previ-
ously constructed a competency knowledge graph that is available as a system domain object in
the Jupyter Notebook (i.e. by having used the system for construction or retrieval from the in-
house, Microsoft Azure-hosted PostgreSQL/Apache AGE database).

B Flow of events: The user initialises the OpenAl chat and embedding model in the Jupyter Note-
book with respective connection parameters. The PyPDFLoader is used to read and parse the new
documents from the project folder. Optionally, the user applies the system’s document distillation
module to compress the new documents to semantic blocks or extract the document’s authors
from text. The new documents are transformed to a list of system domain objects by the user. Ac-
cordingly, the employee master data are read from the project folder and transformed to a list of
system domain objects. The user initialises the core submodule of the system with the large lan-
guage models and starts the knowledge graph construction (based on the existing competency
knowledge graph, new documents, employee master data and the determined configuration). The
system automatically processes document after document and incrementally builds an overall
competency knowledge graph. For every document, the system extracts local competencies from
text and merges them with global entities. Subsequently, the system determines local competency
relationships in the text and merges them with global relations. Finally, authors of the document
are matched against employee master data by the system, and determined experts get related to
respective competencies. Additionally, respective organisational units of each determined expert
and authored documents are added as entities as well. At the end of the construction, the system
automatically maintains the existing competency knowledge graph with the newly constructed
knowledge graph. During this operation, the system preserves existing entities as well as relation-
ships (i.e. only updating embedded metadata), as they may represent a mature state. New entities
and relations are merged into existing ones or added as novel elements.

B Exceptions: There are connection issues or rate limitations that hinder large language model text
processing for individual documents. This is resolved by fault-tolerant exception handling by the
system itself, skipping erroneous documents.

B Additional context: During knowledge graph construction and maintenance, the system internally
applies cosine similarity-based entity and relationship resolution to foster distinct nodes and edges.
Furthermore, the system tries to prevent large language model hallucinations by checking ex-
tracted competency relationships against previously extracted competencies (i.e. stopping compe-
tency invention). Along the whole knowledge graph construction, the system performs fine-grained
logging for each processing step and enriches all entities as well as relationships with embedded
(provenance-related) metadata (i.e. generation and invalidation timestamp, editors and origins).
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System completion state: The constructed and maintained competency knowledge graph is
available as a system domain object in the Jupyter Notebook. Metadata (e.g. the emitted logs or
used configuration) are accessible through the system.

Requirements: FR-1, FR-2, FR-3, FR-4, FR-6.2, FR-6.4, FR-8.1, QR-1, QR-2, QR-3, QR-4, QR-6,
C-1,C-2,C-3and C-4

Storage and retrieval of a competency knowledge graph

Initial setting: The system (i.e. Python module “autocimkg”) is available for utilisation in a Python
script. One way for the user is to work with an integrated development environment like PyCharm,
create a Jupyter Notebook and install the module in the Python environment (resp. make the code
available in the project). The user has previously constructed or maintained a competency
knowledge graph with the system that is available as a system domain object in the Jupyter Note-
book. An in-house, Microsoft Azure-hosted PostgreSQL/Apache AGE database is available over
the company intranet.

Flow of events: The user initialises the graph integration module of the system with all respective
database connection parameters. The user applies the system to create a named graph (i.e. a
shapshot) in the database and store the competency knowledge graph in it. Subsequently, the sys-
tem is used to retrieve an arbitrary snapshot of the persisted graph from the database again.
Exceptions: There are connection issues with the database. The system then logs corresponding
error messages. The user can solve the issue.

Additional context: The system is designed such that a snapshot persisted in the database repre-
sents one full version of a competency knowledge graph.

System completion state: The stored competency knowledge graph is saved in the database for
further processing. The retrieved competency knowledge graph is available as a system domain
object in the Jupyter Notebook.

Requirements: FR-6.3, FR-7.1, QR-2, QR-4, C-1, C-3 and C-4

Storage and retrieval of construction and maintenance metadata

Initial setting: The system (i.e. Python module “autocimkg”) is available for utilisation in a Python
script. One way for the user is to work with an integrated development environment like PyCharm,
create a Jupyter Notebook and install the module in the Python environment (resp. make the code
available in the project). The user has previously constructed or maintained a competency
knowledge graph with the system, whereby consumed or produced metadata are available as sys-
tem domain objects in the Jupyter Notebook. The system itself offers this metadata to the user. An
in-house, Microsoft Azure-hosted PostgreSQL/Apache AGE database is available over the com-
pany intranet.

Flow of events: The user initialises the metadata integration module of the system with all respec-
tive database connection parameters. The system is applied to initialise the metadata repository
(i.e. schema in the database) with all needed relations. Subsequently, the user stores knowledge
graph version metadata (like editor or processing time), emitted system logs and data source (i.e.
document) metadata (like name, authors, language or full text) in the database. Additionally, the
used lightweight ontology, large language model configurations or system configurations may be
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stored. Finally, the system is used to retrieve arbitrary portions of persisted metadata from the da-
tabase again.

Exceptions: There are connection issues with the database. The system then logs corresponding
error messages. The user can solve the issue.

Additional context: The system is designed such that all persisted metadata is attributed to a dis-
tinct competency knowledge graph version. This version can be configured when applying the
metadata integration module.

System completion state: The stored metadata are saved in the database for further processing.
The retrieved metadata are available as system domain objects and ready to be reused for subse-
quent runs in the Jupyter Notebook.

Requirements: FR-6.1, QR-2, QR-4, C-3 and C-4
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